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Introduction
Data is all around us and we are generating it constantly. When you
browse the web, you’re generating logs of absolutely everything you do
which are collected by your internet service provider. When you place an
order on a website, you’re creating new records in the retailers database
and when you walk around the neighborhood or go for a drive, your
location is likely being tracked and stored by many of the apps installed on
your device. Below is a sample, simple flow, showing how data is
generated.

These are just a few of the occasions that you are generating data. In
reality, you are almost always generating data, without knowing it.
Businesses are increasingly becoming aware of the value of data and it
has become a core component of many company strategies in recent
years.
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As a retailer you will have a list of transactions. Without analysis, these
transaction lists are not very helpful or beneficial to your business; but with
some analysis, we can determine which products are usually purchased
together. For example, we would probably find a high likelihood that if a
customer was to buy hot dogs, they would also buy bread rolls.
Now that we have this additional focus on data driven decisions within
businesses; we have additional challenges around the data. How do we
store and process such an enormous volume of data?
This book will take you through the core concepts of data types, data
structures and data modeling. With this core knowledge, we’ll then discuss
the toolsets we can use to extract maximum value from the datasets we
have and we’ll even cover machine learning theory.
The goal of this book is to give you a good grounding in all things data, so
let’s begin.
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This chapter will cover a number of topics, helping you to obtain the
grounding you need for subsequent chapters in this book. The topics in
this chapter will give you an introduction to the kind of roles we have in
data; how a data project works and will define some of the commonly
used keywords associated with data.

An intro to data
You’ve likely heard the terms ‘big data’, ‘analytics’ and ‘machine learning’
banded around a lot. Everyone you ask is doing some kind of data
analytics and many of them will have you believe that their data is ‘big
data’.
As this is a relatively new area of technology, there are no precise
definitions around each of these terms. Here are my thoughts on the
matter:
Analytics is about looking at the data you currently have to understand
historic trends and patterns, giving your business some kind of benefit like the ability to upsell to particular customers; cut unprofitable product
lines or reduce operational costs. To do this, analysts will use a variety of
tools, ranging from Microsoft Excel to SQL to Python and will visualise
(graph & chart) the data in some way to make it consumable to the
business.
Machine learning is using historical data and trends to make inferences
about the future. We give machines access to data and apply statistical
techniques to enable them to learn about patterns and trends in that data
without being explicitly programmed to do so. This gives us the ability to
predict what will happen as well as understanding what did happen.
Big data is of course big; but it’s also data which grows quickly - in
technical terms, it’s data which has high volume and velocity.
7

A scenario to bring these terms together
You’re the managing director of a well known online retailer that has 10
million active customers per day (worldwide). You collect quite a bit of
information about each of your customers and their activity on the website.
You may collect information like:
-

Order details
Shipping information
Products you looked at but didn’t buy
Contacts to customer service

Of your 10 million active customers:
-

On average looked at three products before purchasing
50% went on to buy a product
5% contacted customer service
15% requested a refund
12% left a product review

In a single day, your data growth would look like the below:
-

30,000,000 product views
5,000,000 sales records
5,000,000 shipping records
500,000 customer service records
1,500,000 refund request records
1,200,000 new review records

There will be plenty more information captured too in reality, but this
example shows that in a single day, you could see your dataset grow by at
least 43,200,000 rows; each month, that would equate to 1,339,200,000
new records in your dataset.
8

This data is growing rapidly and there is a lot of it. We can definitely class
this as big data.
You have asked your analytics team (your data analysts) to identify the 10
poorest performing items on the website (those items that have sold the
least). The idea being that you will apply a high discount to these items &
discontinue them - saving you the costs of storing these unpopular items
in your warehouse.
For this, the team will do some data analytics. They will query the
database and find the items with the lowest number of units sold in the
last 365 days and they’ll plot the monthly sales on a line graph so we can
identify seasonality in product popularity (e.g. sun cream is probably not
very popular in winter). The team will then present their findings to you.
Finally, the data is obtained by the data science team. You ask them to
identify the products which they believe will be the highest sellers 3
months from now. For this, they will apply a machine learning model to
make the predictions and let you know their findings.
From the above scenario, hopefully you can see how data can grow at a
rapid rate; how the data analytics team can provide valuable insight and
how machine learning can be used to make predictions into the future to
help the business be more competitive and react to changing market
trends.

Data Roles
There are so many job titles for data related roles. Fundamentally, they fall
into three main categories: data analyst, data engineer and data scientist.

9

A data analyst is someone that analyses historical data to uncover trends
and insights. They utilize their deep understanding of the business domain
to identify insights from the data to answer business questions.
They are responsible for producing reports around data, often utilising
visualization tools such as Tableau and Qlikview to present the data
visually.
A data analyst can code to a reasonable level (usually in SQL, Python or
R) and possesses moderate math / statistics abilities.
In short, the analyst is responsible for reporting and historical data insight.
A data engineer will need to do much of the analysis carried out by the
data analyst. In addition to this workload; they will be responsible for
bringing data into the platform from a variety of sources - which requires a
significant level of technical ability in a variety of programming languages
and software packages.
Further to this; they will need a deep understanding of database design;
platform architecture and a reasonable level of knowledge around
machine learning principles - as they will be required to develop new KPI’s
(features) for ingestion into the machine learning models for use by the
data scientists.
In short, the data engineer is responsible for bringing data into the cluster;
wrangling data; creating new features; supporting the data scientists;
platform architecture and implementing new analytical capabilities.
A data scientist is responsible for the development of advanced analytics
and machine learning models. They will have a deep understanding of
math & statistics; a strong business acumen; excellent coding skills and
will have the ability to make predictions based on data trends.
10

In short, the data scientist is responsible for all of the complex machine
learning algorithms to be deployed in the business; from which the
business can make predictions / take action.
Each of these roles are vital to the business:
- Without the engineers, the business would lack the rich pool of
data to query and the platform capability to do so.
- Without the analysts, they would lack the deep business domain
understanding of the data and the historical insights that these
skilled individuals provide.
- Without the scientists, the company would lack the ability to predict
and forecast future values; enabling the business to be proactive
and gain competitive advantage.
In many companies, these roles are intertwined and often you find
individuals who fit in multiple categories.

Data Lifecycle
Each data project will go through broadly the same stages, starting with
the definition of the business problem.
In the business problem definition, we articulate what the business is
trying to achieve; the timelines to do so and the level of accuracy that the
business would be comfortable with.
If we’re predicting the customers likelihood to leave & go to a competitor,
you may accept a 75% accuracy; whereas, predicting if someone has
cancer, you’d want to be much more accurate. It comes down to the
criticality of the decision to be made from the data.
The next step is to acquire the data we need to solve the business
problem. During this phase, we seek to find sources internal to the
11

company (e.g. the orders database) and data external to the company,
which may complement the internal data. For example, when a competitor
runs a discount on a given product; it may impact your sales. Hence, this
dataset could be used to better understand why your sales volumes
change.
Now that you’ve got the data, you now need to wrangle it. Data wrangling
is the process of cleaning up the data - which is important, especially with
external data sources, which are often quite messy; not thoroughly
populated and contain duplicate values.
With our data wrangled and ready for use, we now need to store it. We
have tonnes of data storage options, including database tables; CSV files
or XML files to name a few.
The next phase is where it starts to get interesting. We call this phase
exploratory data analysis. This is where we start to understand the data
better; looking at how the data is distributed; finding outliers and starting to
understand the size and shape of our data - and most importantly,
understanding what value we can derive from it.
We now know the question we’re trying to answer, we have clean data
and we understand a lot more about that data. We can now start to
prepare our data for modeling. I will take you through the detailed steps
required to prepare your data for modeling later in this book. Essentially,
this is about formatting your data in such a way that your chosen machine
learning library can ingest and make sense of it.
Note: The machine learning algorithm will identify trends, correlations
and patterns in your data and will come up with a rule to describe those
trends. For example, when X increases by 1; Y increases by 5. This
statistical statement is what we would call a ‘model’
12

All machine learning models we will discuss in this book achieve the
same - they describe the relationship between some input data and an
output allowing us to predict future values from historic data.
With this data prepared, we can now start the modeling phase. Here, we
will implement different models (linear regression; decision trees and
more) to identify the one that yields the best results from our data. We will
go through a number of the major models in detail, further into this book.
Finally, we tune our model to extract the highest level of accuracy and
distribute the outcome to the business to action.

Summary
In this chapter, we spoke about the fundamentals of data. We covered
who works on a data project; the lifecycle of the project and covered off
some of the terms we encounter often in data (e.g. models, big data and
analytics). This will give us a good grounding for discussions later in this
book.
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Data Types
Data types are ways to classify data. For example, integer, string and
boolean. These assignments / classifications determine what kind of
values we can store in our data structures (outlined below).
A string, in simply a text value. An example of a string is “The Tower of
London”. An integer is a whole number, for example 14 and a boolean
value is True or False.
Data types are either built-in (e.g. integers, strings, booleans) or derived
data types (such as lists, arrays and queues - discussed below).

Arrays
Arrays are containers which can hold a fixed number of objects. Each
object within the array must be of the same data type. Below, I have
created a visual representation of an array. This array has five items in it
and all of those items are integer values.
27

31

48

16

29

Each item in the array is indexed. The index tells us the position of the
item within the array. In most programming languages, the array index
starts from zero, as is depicted in the below example. Here, index 2 is
equal to 48.
27

31

48

16

29

0

1

2

3

4

In the below, I have shown how we may implement an array in Python,
along with the output of selecting array index 2.
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from array import *
my_array = array('i', [27, 31, 48, 16, 29])
my_array[2]
Output:
48
Within Python, you will note we have data structures like the list and a
tuple. These are very similar in many ways to an array. The below table
will give you an overview of the differences:
Criteria

Array

List

Tuple

Mutable*

YES

YES

NO

Ordered

YES

YES

NO

All items must be the same data type

YES

NO

YES

Need to be declared**

YES

NO

NO

Storage Efficiency***

HIGH

LOW

LOW

Numerical operations

YES

NO

NO

*Mutable means you can change the content within the data structures.
With an array and a list, you can update a given index value, while with a
Tuple, you cannot - once you have defined your tuple, there is no way to
change it.
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**When we create an array, you will note that we needed to declare it as
such. While, using a list or Tuple, we do not - they are built in Python data
structures.
***Arrays are good for lots of data as they store the values very efficiently.
They also allow us to carry out numerical operations directly on the array
(e.g. my_array/10, will divide every item within the array by 10.
In the below, I have shown the process to define a list and tuple in Python.
Unlike an array, we did not need to import any modules and we did not
have to explicitly define these as lists or tuples, as they are built into the
Python syntax.

my_list = [27, 31, 48, 16, 29]
my_tuple = (27, 31, 48, 16, 29)

Vectors
A vector is an ordered list of scalar values (e.g. 1, 5, 6, 9) and is denoted
as a bold lower-case letter. For example b = [1, 3]. These can be
visualised as arrows, as below. The magnitude (size) of the arrow & it’s
direction, can give you a good deal of intuition visually.
Programatically, we don’t define a vector as a particular data structure
(like a list or an array). It’s just what we call a 1D array when the dataset
can be represented by magnitude (length) and direction. We use them to
present physical quantities (like velocity or acceleration).
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Matrices
An array can be considered to be a single row within a table; it’s one
dimensional. Whereas, a matrix is a multi-dimensional array. Let’s look at
some data.
In the below, row 1 of data, is the same as our array we defined above.
That array, simply reflected the first row of the table below.
col1

col2

col3

col4

col5

27

31

48

16

29

55

97

13

54

22

81

52

64

32

11
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What happens if we want to store all of the data though? We have three
rows of data, we don’t want three arrays. Well, this is where we use
Matrices - these are essentially arrays within arrays, giving a columnar
structure to our data.
We can simply define this as shown below, using some sample Python
code. You can see, this has been defined as a list, containing three lists.
Each of the three internal lists can be considered as a row from the table
above.

my_matrix = [[27, 31, 48, 16, 29],
[55, 97, 13, 54, 22],
[81, 52, 64, 32, 11]]
my_matrix
Output:
[[27, 31, 48, 16, 29], [55, 97, 13, 54, 22], [81,
52, 64, 32, 11]]
If we want to access a particular value, we now have a multi-level index.
As you can see below, accessing my_matrix index item one, gives you
row number 2 (because indexing starts at zero) of your matrix.

my_matrix[1]
Output:
[55, 97, 13, 54, 22]
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To access a particular item, we can use two indexes. In the below, we’re
accessing row number one, item two.

my_matrix[1][2]
Output:
13

Mathematically, a matrix is denoted with a bold upper case letter. In the
below, matrix H is defined by simply enclosing values between square
brackets.
H = [10, 16, 12
2, 4, 7 ]
I have included the positioning in the below. Here, H(1,1) would be equal to
10; H(1,2) would be equal to 16 and so on. Depending on your
programming language, your matrix indexing may start at 0 (as described
above); but mathematically, we describe it using indexing starting at 1.
H = [H(1,1), H(1,2), H(1,3)
H(2,1), H(2,2), H(2,3) ]

Hash Tables / Hashmaps / Dictionaries
A hash table (also known as a hashmap and known in Python as a
dictionary) is a key-value data structure. If we think about the below table;
we may wish to use ID as the key. That is; when I search the table, I want
to search by ID and return all the values associated to the ID.

20

ID

Age

Height_CM

Bob

34

145

Sarah

18

165

Using a hash table makes the process of searching our data and inserting
new data much faster than alternative data structures. Below, I have
provided a small code snippet in Python to show how the above table may
be implemented. I have then searched the dictionary for the key ‘Bob’ you can see that it has returned an output, showing Bob’s age and height.

my_datastructure = { 'Bob': {'Age': 34, 'Height_CM'
: 175},
'Sarah' : {'Age' : 18,
'Height_CM' : 165} }
my_datastructure['Bob']
Output:
{'Age': 34, 'Height_CM': 175}

Queues
Much like queues in real life, a queue as a data structure allows items to
be added to the back and serviced from the front. Let’s look at how this
might work.
In the below, I define my_queue as a new list. I then insert a value at
position 0 of the list. When I print the output, you can see, the value has
been added to the list successfully. Next, I add one more value, also at
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position zero of the list. Now, upon printing, you can see, it’s joined the
end of the queue - as it appears before the original value I inserted.

my_queue = list()
my_queue.insert(0, 'Val1')
print(my_queue)
my_queue.insert(0, 'Val2')
print(my_queue)
Output:
['Val1']
['Val2', 'Val1']
As items are processed, we can use the pop() function to remove them
from the front of the queue, as demonstrated below, where you can see the first item that joined the queue, has now been removed from the list.

my_queue.pop()
print(my_queue)
Output:
['Val2']
In the above, we have used lists to manage our queue. There is also a
Deque library, which performs in a similar manner.
22

Summary
In this chapter we looked at a few of the most common data structures we
will encounter in our data roles. This is not an extensive list; but it covers
those utilised in the everyday life of a data engineer and data scientist.
This knowledge will prepare you well for the subsequent sections of this
book.
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Structured
Structured data is the kind of data we usually find in a database. It’s got
columns and rows; and is usually text-based. Let’s think about an orders
table in our database, it probably has a schema somewhat like the below:
OrderID

String

OrderDate

Datetime

OrderValue

Float

ProductOrdered

String

In every row of this table, we will have the same fields - OrderID,
OrderDate, OrderValue and ProductOrdered. This, defined schema that
we do not deviate from, makes this data structured.
Having a structured dataset makes it easy to search. We can use SQL to
run queries, extracting the data we need.
In the majority of use-cases; we work with structured data.

Unstructured
Unstructured data has no predefined schema. That means, the format of
each and every ‘record’ (or object) in the dataset could be completely
different.
Think about your Documents folder on your computer. In there, you likely
have a number of PDF documents; Microsoft Word/Powerpoint/Excel. All
of these are unstructured datasets as they do not have a consistent
schema - even documents on similar topics (or revisions of the same
document).
25

This lack of schema makes them much harder to work with. So, although
around 80% of the data available to us is unstructured, we generally do
not utilise it to the same extent as structured data.
The images, spreadsheets, presentations, emails, log files, PDF’s, videos,
audio etc… generally live in a noSQL database or a data lake.

Semi-Structured
Semi-structured data lives somewhere in the middle of structured and
unstructured data. Generally, we use the formats of XML or JSON as
semi-structured datatypes.
Below, we have the XML sitemap from my website www.kodey.co.uk.
Here, the details of each blog post are stored between the <url> and
</url> tags.
In the top entry, you can see that within the <image> hierarchy, I have only
the image location, while in the second entry, I have a location, title and
caption.

<url>
<loc>https://kodey.co.uk/2021/02/03/scraping-covid-19-da
ta-from-websites-using-beautiful-soup/</loc>
<mobile:mobile/>
<image:image>
<image:loc>https://netshockdotcodotuk.files.wordpress.
com/2021/02/pexels-cottonbro-3951600.jpg</image:loc>
</image:image>
<lastmod>2021-02-03T20:22:50+00:00</lastmod>
<changefreq>monthly</changefreq>
</url>
<url>
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<loc>https://kodey.co.uk/2021/01/23/achieving-optimial-p
erformance-for-your-spark-jobs/</loc>
<mobile:mobile/>
<image:image>
<image:loc>https://netshockdotcodotuk.files.wordpress.
com/2021/01/pexels-vincenzo-malagoli-1211771.jpg</imag
e:loc>
<image:title>Achieving optimial performance for your
Spark jobs</image:title>
<image:caption>Achieving optimial performance for your
Spark jobs</image:caption>
</image:image>
<lastmod>2021-01-26T18:54:50+00:00</lastmod>
<changefreq>monthly</changefreq>
</url>

Both of these follow some kind of loose structure.They both have a link to
the article, information about images, and details about their last
modified-dates but they don’t both have the same attributes.
This is what makes XML semi-structured, each entry is not forced to share
the same fields; and some entries will have different attributes to others;
however, there is an overall, loose structure which is followed by both
entries.
Semi-structured datasets are useful in a number of situations, often for
shipping data between systems with different technologies on each end of
the transfer.

27
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Data modelling is all about designing the way that your data is going to be
organized. Think about it like building a house; you wouldn’t start laying
bricks, without a plan. How would you know that the end result would
meet your needs? How would you ensure it wouldn’t fall apart? You plan
accordingly to ensure these things.
Similarly, when we are planning our data structures, we start to design
them, in a process we call data modelling.
There are some key terms you should know. Firstly, an entity is the thing
we want to store data about. Examples of entities are Products,
Customers and Orders - they are something in the business environment
that we wish to store data about. We can map entities to tables when we
think about a database - the customers table is the implementation of the
customer entity.
An attribute is a piece of information about the entity. For example, the
Customer entity may have the attributes: Name, Age, Address, etc.. An
attribute is a column in a database table.
Sometimes, entities are linked. For example, the customers entity and the
orders entity are likely linked together - because a customer places an
order. We call this a relationship; we can have three types of relationship:
-

One to one:
- One customer can have one order
- One order can have one customer

-

One to many:
- One customer can have many orders
- One order can have one customer

-

Many to many:
- One customer can have many orders
29

-

One order can have many customers

In the above example, we would have a one to many relationship.
Because a customer can create many orders, but an order can only be
placed by one customer. We would draw this relationship as below; where
the forked end to the line depicts the many end of the relationship.

Another example would be about a student and online classes. A student
can register for many classes and a class can include many students.
Hence, this is a many to many relationship. It would be depicted as below.

Conceptual Data Models
Above, we have a very simple conceptual data model. It doesn’t provide
granular details of the attributes that reside within an entity; it simply gives
a high level view of the relationships we expect to have between them. In
the below, I have outlined a bit more of a complex example showing the
kind of data we collect about our online learning platform.
30

-

A course can have one instructor; but an instructor can have many
courses. Hence, this is a one to many relationship.

-

One course can have many reviews, but a review can only be
associated with one course. This also is a one to many
relationship.

-

One student can leave many reviews but one review can only be
left by one student. So again, we have a one to many relationship.

-

One course can have many students and one student can be
enrolled on many courses. In this instance, we have a many to
many relationship.

-

One instructor can have one bank account and one bank account
can only be associated with one instructor. We now have a one to
one relationship.

-

A student can add many courses to their wishlist, but that wishlist
is associated with only one student. We therefore have a one to
many relationship.

-

Finally, one student can have many payment methods for their
courses, but each payment method will only be associated with
one student. This is a one to many relationship.

These diagrams, while high level, start the thought process around how
we should structure our data sources. Without these diagrams, there
would be much more trial and error associated with the design and
implementation of your schemas.
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Logical data models
A logical data model is the next level of detail. It provides the same
structural overview, but it also provides information around the attributes
and the primary/foreign keys that will be used to make the relationship
between the entities.
In each of the boxes below, I have identified the primary key and the
foreign key for the table. We can now identify from the diagram exactly
how the entities link to one another and which fields they join on.
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Physical Data Model
A physical data model is yet a further extension to the modelling we have
completed above. Here, we start to provide all of the fields in each of the
tables along with their properties, required for the physical
implementation. For example, field types, lengths and whether it can be
nullable.
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This diagram should now give enough information to make the
implementation of your model.

Summary
This section covered some of the diagramming techniques we use for
relational data models. These concepts vary for NoSQL database
implementation, when we are working with non-relational datasets - the
discussion of these data models is outside the scope of this book as the
majority of data we work with in ‘the real world’ is structured and relational.
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05:
Hadoop
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Hadoop is a collection of open-source toolsets which allow for the
computation of massive datasets by leveraging parallelization. Essentially,
that means that instead of processing our datasets using one server; we
distribute the data and workload across multiple servers at a time. This
means the work can be broken down into small chunks and processed in
parallel; making overall execution time far quicker.
If we think about this using the simple example of chopping vegetables. If
we had 100 carrots; 100 potatoes and 100 parsnips and were chopping
them all on our own, we would have a process that looked something like
the below. In this situation, we have a total job time of 60 minutes.

If I were to recruit some of my friends, I would be able to alter the process
flow to look like the below. Here, we’re all chopping in parallel, so the total
job execution time is reduced to 20 minutes.
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This is the core concept behind parallelization. This can be further split
out into two types of parallelization.
Data parallelisation is where we run the same function on the same
dataset across multiple nodes (servers) while task parallelization is where
we run many functions across many nodes and potentially different
datasets at the same time.
The below diagram shows this concept nicely. You can see that in the left
image, we have three nodes, one is running task one; the next is running
task two and the final is handling task three. At the end of the process, all
the results are aggregated together.
With the data parallelisation example (on the right) we have task one
being handled by all of the nodes - each working on a subset of the overall
dataset. The output is aggregated at the end. This leads to a much shorter
time to process the query data.

Task parallelization works well when we have multiple steps in our
algorithm. A simple example would be an algorithm where we’re creating
an average BMI (Body Mass Index) for the population of America. To do
this, we need to first calculate the average height (task one), then
calculate the average weight (task two) and finally we need to calculate
the average age (task three). We could distribute these tasks across
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nodes & they could run in parallel. The results of each task would be
aggregated at the end of the proces & the final average BMI would be
calculated.
Alright, so why is Hadoop needed at all? Current RDBMS (Relational
Database Management Systems) have certain limits. Those limits
generally centre around scalability – that is the ability to rapidly increase
the amount of data being ingested and stored in the database. While it is
possible to scale a traditional RDBMS to be Terabytes and possibly
Petabytes of data, it becomes very expensive to provision new hardware
and even spending hundreds of thousands of pounds on the system will
not alleviate you of the ability to ingest large amounts of data.
There is a concept called CAP (Consistency, Availability and Partitioning)
theory used when discussing databases, I’ve explained each of the CAP
elements below:
Consistency: In many cases (such as line of business transactions), a
business needs to ensure extremely high consistency levels. For example,
let’s say that you want to transfer money from your savings account to
your current account. That process will be carried out as two transactions.
In this case, you want both transactions to be completed successfully,
failing that, neither should be successful – otherwise you’d have lost your
money! Hadoop is not good at storing this data. It is not designed for
transactional data. Rather, it is designed for batch processing.
Availability: This is the availability of the data stored in the database and
the ability to replicate data for resilience.
Partitioning: Also referred to as scalability, is the ability to split data
across multiple machines, taking advantage of multiple processors for
scalability.
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Traditionally, RDBMS databases are very good at Consistency and
Availability, but fall short when it comes to partitioning. Hadoop is very
good at Partitioning and Availability, but falls short when it comes to
consistency. As such, Hadoop should be considered as an addition, rather
than a replacement to your traditional RDBMS.
The reason that Hadoop is so strong in the partitioning and availability
sections of the CAP theory is simple – it’s designed to run on very cheap
and potentially old hardware, meaning that you can rapidly expand your
cluster on a budget. As such, companies that collect endless amounts of
data (like Facebook and Yahoo) utilize Hadoop as their database system
of choice.
Hadoop is very good at behavioural data management. As an example, an
online banking system will store user’s successful transactions, however it
may also be useful to see how long the user spent on each page, where
they moved their mouse and how they interacted with the system to
assess usability and ultimately make improvements to the system.
In terms of Availability, Hadoop automatically creates 3 copies of the data
it stores, across different machines. If one machine fails, the data is still
available through the other 2 machines. Once that machine is replaced, it
is automatically re-populated with data.

Components of a data platform
The core concepts of any Big Data system are: ingestion, storage,
analysis and management.
Ingestion refers to the process of bringing external data into the Big Data
cluster for further analysis. There are two types of ingestion:
-

Extract, Transform, Load (ETL)
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-

Extract, Load, Transform (ELT)

Extract, Transform, Load refers to the process of transforming or
manipulating the data in some way as it enters the cluster. For example,
we might choose to drop certain fields, aggregate or enrich data. This can
also be referred to as ‘schema-on-write’.
Extract, Load, Transform refers to the process of moving data from its
current source to our Big Data cluster in its raw format - with no
transformation or manipulation taking place on the data. This can also be
referred to as ‘schema-on-read’.
Storage refers to the location of the data within the cluster. We have
various storage options and it’s not always obvious which ones to use. We
will discuss storage options in further detail later in this section.
Analysis is the process of taking our stored data and deriving value from it
through analysis. This can include joining multiple data sources together,
generating reports, predictive analytics, machine learning and lots more.
This also includes the visualisation of the data to make it useful for the
end recipient.
We need to have a management wrap around everything we do with the
Big Data cluster. The management layer enables us to monitor and control
all of our ingestion, storage and analytics to ensure that we extract the
maximum value from our Big Data initiatives. And of course, we also have
security which is paramount for all Big Data systems.
As architects, we need to ensure that the data is locked down to only
those that require access; that the cluster is hidden behind a firewall and
that all our traffic is encrypted. We discuss all of these concepts in more
detail later in this chapter.
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Below, you’ll see an overview of an example ecosystem. This diagram
should help you to conceptualise the links between each of the elements
and understand in more detail how the Analytics layer of Hadoop works.

Ingestion Tools
As mentioned above, ingestion is about taking data from where it currently
sits and bringing it into our Hadoop cluster. We do this for many reasons;
one major reason is to have all our data in one place; making analysis &
data enrichment much more straightforward.

Sqoop
Let’s get started with Sqoop - it’s the simplest component of the Hadoop
ecosystem and can be described very quickly. Sqoop is a tool used for
large-scale, bulk data transfer to/from a structured data source to HDFS,
Hive or HBase.
Note that HDFS stands for Hadoop Distributed File System. It’s the
underlying storage component of the Hadoop ecosystem. We discuss
HDFS in further detail in the storage section of this chapter.
We may use Sqoop as an active archive for our on-premise data, for
ad-hoc data processing or as a tool to ingest data from our existing
structured data sources. We can use free-form SQL queries or
incremental table loads to ingest the data into Hadoop.
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The great thing about Sqoop is that we can also export data back to a
relational database. This makes it a perfect tool for those backup jobs, as
we can both backup (ingest into Hadoop) and restore if something goes
wrong.
Remember: a structured datasource is a relational database. Sample
structured data sources include: MySQL, PostgreSQL, SQL, Oracle and
Teradata.
In short, Sqoop enables us to do a bulk transfer from our structured data
store to HDFS and from HDFS out to structured data stores. It’s super
easy to configure (especially through the Hue interface available with
Cloudera Hadoop) and is an extremely powerful tool in our Hadoop
toolbox.

Kafka
Kafka is a low-latency messaging system. It takes data from one location,
for example application log files and makes it available to other systems
with very little delay (latency).
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That may be useful in the below example, where Kafka makes our CRM
and Google Analytics data available to Spark Streaming, which will carry
out some kind of data transformation, before loading it into HBase. From
the diagram below, you can see that Kafka can have many producers and
many consumers.
Note that a producer is a system that produces data. It’s a datasource, a
log stream or even data input on a website. A consumer comes at the
other end of the pipe. It’s a system or service that consumes the log files.

Before we delve a little further into the details of Kafka, let’s talk about why
it is a useful tool to have.
If we look at the below diagram, you can see that it’s possible to have lots
of data sources, sending data directly into Hadoop. From there, the
various systems can either pull the data or we can setup push
functionality.
This presents a few problems:
1. This kind of architecture lends itself to batch processing and less
to the processing of streaming data. It would lead to latency
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between ingestion and insight.
2. Each additional consumer of the data (e.g. CRM, Tableau) has
different connectivity requirements (some may not support log
streaming or they may use different protocols / languages and
different connection methods), which becomes very confusing as
the number of consumers grows.
3. If multiple consumers require the same data, multiple feeds would
be configured, rather than a single Kafka topic, which could be
subscribed to by multiple consumers, leading to duplication of
workload.

If we take a look at the below, we have the same data sources pushing to
the same systems, but this time using Kafka. Each of the data sources
publishes to their own Kafka topic which is subscribable by consumers,
who pull the data.
As we say, the different consumers have different capabilities. For
example, System X may not be able to ingest streaming data & may
require data to be loaded in batches. So, this particular topic could have a
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retention period of 7 days and a weekly batch pull could be configured.
Other topics may have a retention of just a few minutes, as their systems
may ingest the data in real time. Kafka retention can be set based on time
or log size.

NOTE: Kafka does not push data to the source, a consumer must
subscribe & pull data from a Kafka topic.
As a simpler example below, you can see that Kafka producers write to a
Kafka topic. In the below example, our CRM writes to the ‘Customers’
topic while Google Analytics writes to a ‘Marketing’ topic. We can
conceptually think of these topics as two pipelines within Kafka.
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The consumers of the data can subscribe to one or many topics. So, in
the above diagram, Spark only subscribes to the customers topic while the
job that moves data to HDFS subscribes to both customers and marketing
data.
Kafka topics are split into partitions and distributed among Kafka brokers /
nodes (which is what we call servers). This enables us to parallelize
topics, which means we have parallel reads and writes, leading to far
more capacity. Kafka maintains a position in the log per consumer (which
we call the offset), so we know which messages have been consumed by
each consumer.
One topic can have several partitions which can be placed on a separate
broker, which enables multiple consumers to read the same topic from
multiple machines in parallel - leading to very high message processing
throughput.
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Let’s look at the above diagram for a second. As you can see, each Kafka
broker can hold several partitions. The blue blocks are the leaders, the
grey blocks are the replicas. Whenever a write action happens to a topic,
it’s written to the leader, which coordinates the replication to the replicas. If
a leader fails, the replicas will take over as leader.
The above highlights that Kafka is highly available and resilient to node
failures and supports automatic recovery - making it an excellent option
and is why it’s become so popular within the industry as a whole.
Key advantages of Kafka:
●

High (low latency) throughput of high velocity and volume data with
relatively low hardware requirements. Achieved through
parallelization across multiple machines for producers and
consumers.

●

Fault tolerance against node failure through partitioning and
parallelization. If a node were to fail, a partition on the other nodes
would be promoted to live, maintaining availability.

●

Message durability - they persist on the disk for the life of the
retention period you define.

●

Kafka is scalable horizontally, meaning you can scale for additional
demand with relative ease & low cost and without downtime.

●

High concurrency writes and reads to a Kafka topic.

●

Allows us to integrate with multiple consumers, regardless of the
language they’re written in.
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●

Allows us to choose between at-least once, or at-most once
delivery.

●

If there is a network bottleneck, Kafka allows us to compress
messages (using Gzip or Snappy) in either real-time or in bulk.

●

Kafka uses zookeeper to know what brokers are alive and in-sync
(where replication has crossed all nodes.

●

Zookeeper keeps track of which messages the consumer has /
hasn’t read (known as the offset)
So, what does Kafka give us then? Well, it gives us a highly resilient
messaging platform with massive throughput potential; guaranteed
message ordering (for a partition (not a topic)) and it guarantees that
messages will not be lost, so long as one replica is alive.

Flume
Flume is similar to Kafka in many ways. It takes data from its source and
distributes it to its destination. The differentiation here is that Flume is
designed for high-throughput log streaming into Hadoop (HDFS or HBase)
- it is not designed to ship out to a large number of consumers.
Flume, like Kafka is distributed, reliable and highly available, however, it’s
not quite as slick as the method adopted by Kafka. Let’s say for example,
we have an HTTP data source flowing into Flume. We want to make it
highly available and ensure that if a Flume agent was to go down, we
would still have access to the data.
If we are concerned about losing events because the Flume agent fails,
we can use the file channel which provides us with checkpointing
functionality. That means, if we do experience a failure, we don’t lose any
events & it continues where it left off.
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With Flume, we have plenty of tried and tested, out of the box connectors
for source data, removing the development overhead that is present with
Kafka.
So let’s look a little deeper into the inner workings of Flume. If we look at
the below diagram, we can see that we have a number of data generators
on the left hand side. Data generators are the applications, servers, etc..
that generate log files or events, which we need to handle in real time.
These get pushed into Flume Agents, which we will describe in more
detail next. From the Flume agent, the log files are pushed into the
collector, which aggregates them up and sends them onto their
destination.

The Flume agent is a Java process which receives events (logs) from the
clients and forwards it to its destination. It has 3 principal components.
Note: a Flume agent can have multiple sources, channels and sinks.
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●

The source component receives data from the data generators and
transfers it to a Flume Channel.

●

The Channel is a transient data store, which stores the log data,
until a Sink consumes them.

●

Finally, the sink is the function that stores the data into a
centralised store (HDFS or HBase).

Now we know what all the components are, we can start looking at how
they’re deployed in the real world. As you can see from the below
diagram, Flume agents sit with the datasource.
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Flafka
There is a concept called ‘Flafka’ through which we exploit the strengths
of both Kafka and Flume to create a more robust ingestion process.
By deploying Flafka, we take advantage of the out of the box connectors
available in Flume and use it to connect to all of our data sources. The
data is then passed to a Kafka topic. As we discussed earlier, Kafka then
replicates the topic partitions across a number of Kafka brokers (servers).
Kafka then distributes the data to many consumers. As discussed above,
Flume is best at moving data somewhere in Hadoop (HDFS and HBase),
so Kafka brings about some additional flexibility by writing to many more
consumers.
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Once Flume passes the message to Kafka, we can guarantee that it won’t
be lost. So, Flafka utilizes the flexibility of Flume and the industrialised
resilience of Kafka.
We can use Flume on one end of the ingestion process, or both. In the
above diagram, Flume is used to connect to data sources. Consumers
then pull data from Kafka. However, as below, we could use Flume on
both ends of the process (as a data source & a consumer) - taking
advantage of its connectors to not only data sources but also its optimized
connectors to HDFS and HBase.

52

To summarize:
1. Flume provides a mechanism for writing streaming log files to
HDFS or HBase.
2. The tool comes with a number of pre-built connectors for
datasources.
3. Flume can be configured to be fault tolerant and is scalable
horizontally.

NiFi
NiFi (formerly known as Niagara Files) has brought about a new level of
flexibility into the Hadoop ecosystem. Like Kafka and Flume, it’s used to
move data from one system to another but unlike those platforms, it does
so in a very user friendly manner.
The NiFi user interface enables us to drag and drop for rapid ETL
development. This makes it easy to add consumers, basic transformations
and data prioritisation rules to our ingestion process.
In terms of prioritisation, NiFi gives us the flexibility to define our own
prioritisation rules: These could be ‘First In First Out (FIFO)’; ‘Last In First
Out (LIFO)’ or we could choose to deal with the largest or smallest files as
a priority over others.
The user interface gives us the ability to visualise our data flows, which
helps with identifying bottlenecks or unnecessary waste - it’s a nice touch.
However, the real game changer with NiFi is the ability to make changes
to a data flow without stopping the process. As soon as you commit your
change, it’ll take effect immediately.
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Within the interface, we have access to hundreds (currently around 200)
NiFi connectors, which enable us to connect to many producers and
consumers very quickly - further reinforcing the rapid development
mindset that drives NiFi.
Another key feature of NiFi is its data provenance functionality. We can
trace all data points back to their source - which is a very useful feature.
Now, let’s talk about security. NiFi enables two way encryption using SSL
of the dataflow. Additionally, if the user enters a password or other
sensitive information into the flow, NiFi will immediately encrypt it 23
server-side and will never present it client-side again (even in its
encrypted form).
NiFi also has a solid management and monitoring interface, which
enables us to identify issues without diving into the log files. This feature
can drastically reduce troubleshooting time and makes the overall
management of the cluster far more manageable.
NiFi provides us with the ability to scale up (vertical scalability) and scale
out (horizontal scalability). This is one of the features that lends NiFi to
streaming data with potentially unbounded velocity and volume. The
Spark Receiver makes streaming data a real possibility.
NiFi guarantees delivery of all messages. It pulls data from producers and
pushes to consumers.
As with Flafka, there are combinations we can use with Kafka to mitigate
the weak points from both solutions. The problem we often face with NiFi
is that when the cluster starts to grow and starts consuming data from
many sources, it brings about all sorts of load balancing and failover
issues. So, we can utilize an asynchronous queueing system such as
Kafka to simplify the ingestion from NiFi.
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Let’s look at two NiFi-Kafka scenarios and with them, we will introduce
MiNiFi. This is a sub project of Apache NiFi and enables us to collect data
at its source. This enables us to ensure guaranteed delivery from source
to the main NiFi node.
So, in the below diagram, MiNiFi would bring data from the sources to the
central NiFi instance. This then passes the data onto a Kafka topic. Why is
this useful? Well, without writing any code, we’ve been able to connect to
the data sources and visually monitor and manage the pipeline before
passing it into Kafka. This has reduced the Kafka development overhead
significantly.

Another scenario in which we would couple NiFi and Kafka is where an
organization already has a Kafka pipeline set-up.
We may choose to use NiFi as a consumer to take data from Kafka to
where it needs to go. Again, this enables us to add more data consumers
without writing any code. We could also utilize the batching capabilities in
NiFi to batch data together to send off to HDFS.
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To summarize NiFi:
1. NiFi gives you the ability to prioritize items in queue
2. You can process streaming or batch data
3. It enables encryption
4. You can also trace your data provenance
5. NiFi is vertically and horizontally scalable

Apache Spark
Apache Spark is a framework available in Hadoop. That framework is
comprised of SparkSQL, Spark Streaming and Spark Machine Learning
Library (MLLib). We will go through the entire framework in this section as
without doing so, we will not be able to fully appreciate the benefits offered
by the Spark framework.
Spark brings about a new way of handling big jobs on Hadoop.
Traditionally, we would utilize Map Reduce. However, these can be very
slow due to heavy disk load. In fact, did you know that the average Map
Reduce job shuffles into and out of memory at least three times? And that
each Hive query is on average comprised of three to five Map Reduce
jobs. That results in fifteen shuffles onto and off of the disk. Spark
removes (or reduces) this issue by handling the job in memory where
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possible - we can configure whether it uses only memory, memory + disk
or only disk.
In terms of speed, that results in being 100x faster than Map Reduce in
memory and 10x faster when utilizing disk.

The above diagram shows the Spark framework in action. You can see in
the centre of the diagram (during the ingestion phase), we have
SparkSQL, Spark Streaming and MLLib. To the right, we have SparkSQL
again during the analysis phase.
So what exactly is going on here? Before I explain, I’ll cover off
dataframes, which are core concepts of Spark which you need to know.
Spark works around dataframes, these are small data structures that
resemble a table (rows and columns). You can think of them as an
in-memory excel sheet - it’s just columns and rows, storing our data. As
data is ingested into the spark framework, it’s pulled into a dataframe. We
can then start to work with it.
Spark Streaming
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Spark provides us with a distributed, real-time computation platform. It has
been designed to reliably process streams of large data with high velocity.
At a very simple level, we can say that Spark streaming enables us to
ingest data, transform it in some way and distribute it to its destination.
Spark utilizes the idea of micro batches based on a time limit. So, we
could set the time limit to be one second. Any data that arrives during that
period will be batched up and processed by Spark as a micro batch.
So we can say in many respects, Spark Streaming operates very similarly
(or at least achieves the same result) as Spark. The bit that really sets it
apart is its ability to interact with the other elements of the Spark
framework. Let’s look again at the above diagram, why does SparkSQL
interact with the streaming block?
Streaming applications need to be fault tolerant. They need to be able to
cope with system failures, JVM crashes and all that sort of horrible stuff.
To cope with that, Spark Streaming uses the concept of checkpointing.
That is, it stores metadata about which files it’s processed so far – so if it
fails, it can pick back up where it left off.
When we checkpoint our stream, we save the configuration of the stream;
the pending batches of data in the steam and all the files that have
already been processed to fault tolerant HDFS storage, which it can use
to recover from a failure.
The checkpoint stores some stream data too, it’s the delta between the
last checkpoint and now, so we can replay the data and get back up to
speed. This can be quite a lot of data, it really depends on the frequency
of your check-pointing.
The more frequently you checkpoint, the less data you have to store, the
less changes have occurred between the checkpoint and the system
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failure and the faster you’ll be back up and running but it adds IO
overhead to the disk and can make a performance hit on your job. So the
frequency needs to be tweaked to suit your needs.
Ultimately, check-pointing enables us to decouple our application, where
failure of one component doesn’t bring down the other components. This
is key in mission critical applications that are processing data – you can’t
afford any data loss!
PySpark & Spark SQL
SparkSQL enables us to query data using the familiar SQL language. This
gives us the ability to leverage the power of Spark while using a language
that is familiar to us.
That means, we can run SQL in a distributed manner and benefit from
parallelization across a number of nodes. Below is an example of how we
may run SQL against a dataframe.

df = spark.read.format("csv").option("header",
"true").load("original.csv")
df.registerTempTable("original")
query1 = spark.sql('select * from original')

We can run SQL on our dataframes as they go through the streaming
pipeline too. We don’t need to wait for it to land in HDFS, we can garner
real time insight into the data that is being processed. We call this
interactive querying.
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You will notice that Spark, MLLIB and Spark SQL appear on both ends of
the diagram. This is because we can use this toolset to process in both
real-time and also in batch.
We can also interact with Spark using the PySpark syntax. Here, we work
directly with Spark functions against the data frames and can build more
complex logic into the flows using user defined functions.

Storage
HDFS
HDFS stands for Hadoop Distributed File System. A distributed file system
manages files and folders across multiple servers for the benefit of
resiliency and rapid data processing by utilizing parallelisation.
In the below, you can see three ‘blocks’ of data. Each is replicated across
multiple racks. This creates fault tolerance as if one rack fails, the data
would still be available. This also helps us to scale access to data by
many concurrent users.

HDFS is an extremely low cost solution. It can be deployed onto
commodity, low cost hardware and can utilize the free open source
Apache license. Of course, this comes without the niceties of support etc..
but depending on your use case, that may work for you.
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HDFS allows us to enact the notion that we take compute power to the
data. So in traditional data systems, data would be extracted from storage
and processed on a central node. However, with HDFS, the data is
processed in-situ on its local node. All results are then aggregated
together at the end to provide a single output. This is the core of the
mapreduce concept.
HDFS also provides massive throughput to Map Reduce jobs. As quoted
by Hortonworks, each node can send 2 gigabits per second to the
mapreduce layer. So, if you had a 100 node cluster, that’d be 200 gigabits
per second you could push through to mapreduce. Massive throughput is
required for massive analytics!
HDFS also provides us with resilience by replicating data three times
across different data nodes. HDFS is also rack aware which means it can
distribute that data across different racks and even different geographies
to protect from data loss when a location has issues.
In short, HDFS is simply a file system, which ensures we have three
copies of our data. Having data split across multiple machines gives us
fault tolerance and enables quick & cheap expansion of storage capacity.

HBase
HBase is a distributed, scalable, NoSQL (non-relational) Big Data storage
solution. It’s designed to store very large tables of structured or
semi-structured data, which can contain billions of rows & millions of
columns. It provides much faster reads than HDFS, as HDFS uses a
sequential search, which searches the entire dataset, even for the
simplest of jobs. HBase provides a random read/write functionality, which
ensures much faster lookups.
Furthermore, HBase is a key-value store and when querying a specific
key, it will return a result very quickly. As mentioned above, this would be
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much more efficient than HDFS as HDFS would conduct a full data scan,
while HBase would simply return the value for the searched key, an
example being below.
Key: 078276387126
Value: “Name: Michael, Type: Employee; age: 30; salary: 4000”
In a traditional relational database, you’ll apply schemas & domain
restrictions. For example, in column 1, I can only enter integers. HBase is
a schemaless solution & does not have this concept, which makes it a
strong solution for semi-structured data.
HBase sits on top of HDFS, so leverages the built-in three times
replication that HDFS provides.
HBase is horizontally scalable and scales linearly. That means, if we
increase the number of nodes by 10%, we should see a 10% increase in
performance / throughput. This scalability is achievable without any
database redesign.
If you’ve ever worked with databases in the past, you may be aware of
CAP Theorem. This states that it is impossible for a distributed system to
simultaneously provide all three of the below guarantees:
1. Consistency is the ability for all data to be immediately consistent,
whereby all nodes show the same data when queried
2. Availability: means that every request received by a node must
result in a response. I.e. the system should be available even if a
node in the cluster goes down
3. Partition Tolerance - means that the cluster will continue to
function, even when network partitions (failures) occur
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HBase achieves CP, which means that data is consistent between all
nodes and maintains partition tolerance by making the system unavailable
when a node goes down.
The data written to HBase is immediately available after write. This is not
the case with HDFS, which offers eventual consistency. This is because
HDFS replicates data across multiple nodes. If the data is written to node
one and before it’s copied to node two a user has queried node two, they
will not see the latest data.
HBase has slightly different data structures to those that we may be used
to. We have the concept of column families; column qualifiers and rows.
A column family groups columns together, we can see that below, with the
grouped ‘customer’ fields. A column qualifier, is simply the actual column
name (e.g. ‘First Name’). The row key is the key for the key value pair.
This can be useful for huge tables with millions of columns as you can
choose to pull back specific column families, rather than absolutely
everything within the row.

HBase very good with sparse data. Doesn’t store references to empty
data. This differs from a traditional relational database, which must store
null values explicitly in the database.
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The final point I want to make on HBase is that it allows versioning on a
cell. For example, if Bob now has 6 orders in the above table, with a total
value of £700, we would see the below. We can turn versioning on or off
and can control the number of versions we want to retain.
This is useful, as HBase is backed by HDFS which really should follow a
write-once mentality. HBase therefore provides this overlay so that we can
update the data.

Hive
Apache Hive provides us with a familiar SQL-like query language to
access and analyse the data stored in HDFS.
As per the below diagram, you can see a few components. The first is
HDFS, which as we discussed is the Hadoop Distributed File System. In a
particular directory, we’ve got lots of CSV files stored, as pictured.
We can define a Hive table which says ‘take all the files from that folder as
the data for my table and use these column names and data types’.
This then populates our Hive table with all the data from our HDFS
directory, with domain constraints (data types) applied to the columns.
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The Hive metastore (also known as HCatalog) is a relational database
that stores metadata about objects in Hive. This includes: Hive tables,
column names and data types, so when we execute a query, the first
stage is to check the metastore for the location of the table and the table
schema.
Hive then translates our SQL-like queries into mapreduce jobs - so even
without programming experience, we can run jobs across many servers
and benefit from data parallelisation. To do this, the map reduce jobs
leverage the namenode in the Hadoop ecosystem, which stores all the
metadata about our data - so, we know which data nodes house which
pieces of data.
Within Hive, we replicate a traditional relational database system. We
have databases, tables and tuples (rows) and enforce a schema on Hive
tables, defining column names, data types etc… All of this data is stored
within the Hive metastore.
The Hive thrift server (HiveServer2), enables us to make JDBC and
ODBC connectivity to Hive through remote clients, such as Tableau. This
adds to the overall power of the Hive solution. Not only can we utilize Hive
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directly on the cluster but also through self-service analytics tools - making
the data more accessible across the business.

Map Reduce
IBM defines MapReduce as the ‘heart’ of Hadoop. It’s a programming
paradigm that enables massive scalability across hundreds or thousands
of servers in a Hadoop cluster.
MapReduce can be broken down into two distinct tasks. Firstly, the map
task filters and sorts data to produce a consolidated data set. Looking at
the below sample data, we may script the map task to produce an output
file which would show the max temperature for each city that appears in
the file.
Date

City

Temperature

1 Jan

Toronto

10

1 Jan

New York

20
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2 Jan

Toronto

12

2 Jan

New York

15

3 Jan

Toronto

19

3 Jan

New York

21

4 Jan

Toronto

17

4 Jan

New York

13

The map task would do this for each node in the Hadoop cluster in
parallel, so if you had 500 nodes in your Hadoop cluster, you’d output 500
individual files, all including the max temperature for each city from their
respective node.
Those 500 output files would then feed into the reduce task. In this step,
each of the output files would be aggregated into a single file, whereby a
single max figure would be given for each city.
The benefit of the map reduce task is that it takes data from disparate
systems (multiple Hadoop nodes), analyses each, in parallel and then
reduces the subsequent query results to a single figure.
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Components Involved In MapReduce:
Component

Description

Job Tracker

MapReduce jobs are submitted to the job tracker. It then
schedules client jobs and manages the overall execution
of the map reduce job.
The job tracker keeps track of the consumed and
available resources on the system.
The job tracker is a point of failure for the Hadoop
MapReduce service. If it fails, all running jobs are halted.

Task
Tracker

The task tracker executes and manages the individual
tasks allocated by the job tracker.
The task tracker sends a heartbeat to the job tracker
every few seconds.
Task trackers have a set of slots. The number of slots on
a task tracker indicates how many jobs it can accept.
When the job tracker looks for a task tracker, it looks for
one on the same server as the data, failing that, in the
same rack as the data.
The task tracker communicates the status of the job to
the job tracker.

Map Reduce has become a game changer as it offers massive scalability
and performance over truly big data sets.
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06:
Statistics
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As data scientists, we need to be comfortable with mathematics. If you
Google what you need to know, you’ll find answers stating you need to
fully understand linear algebra; calculus and how to calculate all of the
algorithms we use by hand.
I’m not going to downplay the importance of understanding how the
algorithm works, but I dispute the need to be able to calculate them by
hand. We didn’t create the computer so we could continue to do
everything ourselves – we just need to understand what they’re doing, so
we can interpret the results correctly.
With that in mind, I’ve collated a list of the key statistics I believe data
scientists need:
-

-

Data Types: Numerical: Discrete; Numerical: Continuous and
Categorical
Measures of central tendency: Mean, Median, Mode; Weighted
Mean
Point estimates & confidence intervals
Percentiles / quartiles / box plots
Distributions: Skew; Normal Distribution; Standard Normal
Distribution; Central Limit Theorem; Standard Error
Measures of variability: Range; Variance; Standard Deviation;
Z-Score
Relationships: Correlation; Covariance
Probability: AdditionRule; Multiplication Rule; Conditional
Probability; Testing For Independence; calculating possible
permutations
Hypothesis: Null Hypothesis; Alternative Hypothesis; p-value
Regression Tables: R; R-Squared; Adjusted R-Squared;
F-Statistic; Coefficient; Standard Error of Estimate
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Data Types
Okay, let’s start simple. We can have numerical or categorical data types.
A numerical data type is, well, numeric – but it can be split into two:
discrete or continuous. A discrete data type is one which can accept only
certain numbers – for example, rolling a dice, you can only get the
numbers 1 to 6. A continuous data type is a continuous range of numbers
– you could have 1.4839 for example.
A categorical data type is one which contains categories, like ‘yes’ and
‘no’ or ‘high’, ‘medium’ or ‘low’.

Measures of central tendency
There are three basic measures of central tendency which we need to be
comfortable with: Mean, Median and Mode. The mean is often referred to
as the average, it’s simply: sum(all_values)/count(all_values). The mean
of 2, 3, 7, 4 would be 4, because the sum of all the values is 16 and there
are 4 values – 16/4 = 4.
The median is the middle value.If we have 2, 3, 7, 5, 1; we would first
make sure they’re in ascending order 1, 2, 3, 5, 7 and then we would take
the central value, which is three. The median is not sensitive to outliers
like the mean is (i.e. if there is one really huge value at the end of a
dataset, the mean would be increased while the median would not).
The mode is simply the number that appears most frequently. In the data
set, 1, 5, 6, 5, 4, 2, the mode would be five, as it has appeared twice.
A weighted mean or weighted average takes into account differing
importances of our data points. If we consider a university course – exams
will have a higher weighting than quizzes or homework, so should be
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weighted higher (a 70% score in an exam should be worth more than a
70% score in a quiz). The formula for a weighted mean is calculated in our
examples, using the below weightings – this is to say, the overall grade is
influenced most by exams, then by coursework and the category with the
least influence is a quiz.
-

Exam 1: 30%
Exam 2: 30%
Quiz1: 10%
Quiz2: 10%
Coursework: 20%

So, if a student got the below grades in each, let’s work out their weighted
average score.
-

Exam 1: 80
Exam 2: 72
Quiz1: 99
Quiz2: 100
Coursework: 60%

We calculate the weighted mean in a simple manner. We take the score
and multiply it by the weight. So in this case, we would have
((80*0.3)+(72*0.3)+(99*0.1)+(100*0.1)+(60*0.2)). We add all those up and
get the weighted mean of 77.5%.
The challenge around a weighted average is around selecting the
categories and weightings for those categories.

Measures of variability
The range is simply the difference between the highest and lowest value
in our dataset, it gives us a good indication of data spread.
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Variance measures how spread out the data is, in relation to the mean. It’s
calculated as the average squared distance from the mean – it’s
(observation-mean)²/number_of_observations. Variance is denoted as σ².
The standard deviation is calculated as the square root of the variance.
This means, the standard deviation is expressed in the same units as the
mean while variance is expressed in squared units. A distribution with a
mean of 10 and a standard deviation of 3 is the same as a distribution with
a mean of 10 and a variance of 9.
A z-score is how many sigmas (standard deviations) away from the mean
a datapoint is.

Point estimates & confidence intervals
A point estimate, is an estimate that we make based on a sample dataset.
If you have sampled 1,000 students from a university that has a cohort
size of 10,000, you have sampled 10% of the population. The sample
mean groceries spend of the students is $60 per week, denoted as: X̄ =
60 (X̄ is the symbol we use for the sample mean). X̄ is a point estimate.
If we calculated the sample dataset variance, we would denote it as S²
(rather than the population variance of σ²). This, again is a point estimate
– it’s an inference we make about the population, based on a sample.
The problem with point estimates is, they are inherently unreliable. What
if, you surveyed 1,000 students on campus in the evening? Well, maybe
we could assume that those students are very sociable and out with their
friends, while the other students, whom you did not sample, are more
introverted and at home. There is bias built into this sampling mechanism.
We therefore calculate confidence intervals, which give a range of values.
We may say that the sample mean is 60 and hence, the confidence
73

intervals are between 50 and 70 dollars per week. We express confidence
in percentage ‘we are 85% confident that the average student spend is
between 50 and 70 dollars per week for the population’.
To calculate a confidence interval, we use a lookup table, like the one
below. If for example we were looking for a confidence interval of 85% we
would take 1.440 standard deviations from the mean as our confidence
window. From -1.440 to + 1.440 standard deviations from the mean.

We can calculate this as X ± Z ( s / √n), where X is the mean of our
sample; Z is the z score from the table below, s is the standard deviation
of our sample dataset and N is the number of observations (datapoints).
Hence, if we have a mean of 50; 100 data points; a standard deviation of
15 and wanted 85% confidence, we would have the formula: 50 ± 1.440
( 15 / √100), which gives us an interval of 47.84 to 52.16.
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Percentiles
Percentiles are 100 equal groups into which a population can be divided
according to the distribution of values. A percentile can be between 1 and
99 – whatever number you pick, X% should fall below that number. For
example, if you’re in the 60th percentile, you should be greater than 60%
of all other observations.

Skewness
Understanding our data is important – one of the basic things we can look
out for is skew in our dataset. We have negative skew (also called left
skew) – in this instance, the mean is less than the median. It’s called left
skew because the outliers sit to the left of the graph.
In the centre, we see no skew – this is where the mean, median and mode
are equal and the graph looks nice and symmetrical.
Finally, we have positive skew (also called right skew), where the outliers
are to the right. The mean is greater than the median in this instance.
In all cases, the mode is the highest point of the chart.
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Distributions
A normal distribution has a mean, median and mode of equal values. The
data looks symmetrical (the distribution is also known as the bell curve,
symmetrical distribution and the gaussian distribution). The normal
distribution has no skew (50% of values are less than the mean and 50%
are greater). The highest point in the normally distributed dataset will be
the mean, median and mode of the dataset. The central graph above is a
good example of a normally distributed dataset.
We use standardization to achieve a standard normal distribution. Our
distribution could be ~(μ, σ²). Here ~ means it’s a distribution, μ is the
mean and σ² is the variance. The process of standardization converts this
to a distribution with a mean of 0 and a standard deviation of 1. We
achieve this by: (x – μ) / σ. Standard normal distribution is used to
compare normal distributions that vary in spread and position.
We do this so that we can apply the empirical rule. The empirical rule
applies to a normal distribution. This rule states that most of the data falls
within three standard deviations of the mean (68% within 1 standard
deviation; 95% within 2 standard deviations and 99.7% of data within 3
standard deviations). This only works on a symmetrical bell shaped curve.

Central Limit Theorem
If a population distribution is a non-normal distribution; we can normalise it
by taking the mean of many sample populations from the original dataset.
When we plot the means of the samples (and the number of samples with
that mean), it will result in an approximately normally distributed dataset.
Wikipedia defines it as: “when independent random variables are added,
their properly normalized sum tends toward a normal distribution
(informally a “bell curve”) even if the original variables themselves are not
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normally distributed. The theorem is a key concept in probability theory
because it implies that probabilistic and statistical methods that work for
normal distributions can be applicable to many problems involving other
types of distributions.”
Onlinemathlearning.com defines it as: “If samples of size n are drawn
randomly from a population that has a mean of μ and a standard deviation
of σ, the sample means are approximately normally distributed for
sufficiently large sample sizes (n ≥ 30) regardless of the shape of the
population distribution. If the population is normally distributed, the sample
means are normally distributed for any size sample.”
The central limit theorem allows us to perform tests against a normal
distribution. This is important because the normal distribution has the most
applicability to many statistical models (such as confidence intervals).
In short, the central limit theorem allows us to make inferences from a
normally distributed dataset even if the original dataset is not normal.
Let’s say, we have income values. The original dataset looks like this:
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This dataset has 52,800 observations. If we split this into 1,760 samples,
have 30 observations per sample and take the mean salary of each, we
should see a much more normal distribution.
The mean salary of the sample will be plotted on the X axis. The number
of samples where that was the mean, will be the frequency on the Y axis.

Standard Error
Above, we saw that with the central limit theorem we take multiple
samples from a population dataset and that, no matter what the original
distribution, we can make it approximately normal by plotting the mean
values of each sample, rather than each individual datapoint.
Standard error is the standard deviation of the means of our sample
datasets. Let’s say we have 6 samples from our original dataset. The
means of those samples are: 10, 12, 11, 10.5, 9.5, 11.1. The standard
deviation of these samples is 0.88 – this is also known as the standard
error.
Our standard error tells us how close to the original mean our samples
are. In other words, how representative of the population is the sample? In
our case, a standard error of 0.88 is pretty low variability and hence shows
that these samples are likely to be very representative of the population.

Measures of relationship
Tech target defines correlation (correlation coefficient) as: “a statistical
measure that indicates the extent to which two or more variables fluctuate
together”. There are two major components to correlation: strength and
type of correlation.
Let’s look at some types:
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-

Positive correlation means, when X goes up, Y goes up
Negative correlation means, when X goes up, Y does down
None simply means, there is no correlation
A perfect correlation is when there is a perfect relationship
between X and Y.

While correlation is a scaled measure of relationship (between -1 and +1),
covariance is the unscaled equivalent. If it’s a positive number, X and Y
tend to move in the same direction; if it’s negative, they move in opposite
directions. If the covariance is zero, there is no relationship between X
and Y.

Probability
Probability is the likelihood of an event happening. If we think about the
likelihood of rolling a 2 on a dice, you have 1/6 chance of that happening,
because there is one possible way to get two and there are six sides on a
dice. If we rolled two dice, you would have a 1/12 chance. This is because
we can get the result of two in 1 way (two one’s).
If we want to find out the probability of event A or event B happening, we
use the addition rule, whereas, the multiplication rule, which we discuss a
little later, is used to find the probability of both events happening. The
addition rule is denoted as: P(A) + P(B) – P(A∩B). Let’s say, we have two
dice. The question is, ‘what is the likelihood that either (or both) dice 1 or
dice 2 will equal 6.
In the below, I have a comma separated view of all possible rolls. I have
highlighted all instances where at least one of the dice is equal to 6 in
orange. The formula then is: 6/36 + 6/36 – 1/36 = 11/36 (30.56%). Why
did we subtract one? Because, in one instance (the bottom right), both
dice were equal to 6. We don’t want to double count this overlap, so we
subtract that instance.
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It’s not always the case that you have to subtract the overlapping
instances. In the above, I have highlighted in pink all instances where the
sum of the two rolls equals either 4 or 5. In this, there is no overlap (no
instance where it equals both 4 and 5), so the formula is simply 4/36 +
3/36 = 7/36 (19.4%).
Conditional probability takes the formula of P(B|A) = P(A∩B) / P(A). This is
used to find out the probability of A given that B has happened. We could
expand the formula out to make it clear that (A∩B) is simply the product of
P(A)*P(B): P(B|A) = (P(A)*P(B)) / P(A).

As an example, if we have 5 marbles in a bag. 2 are black and 3 are red.
The chance of getting a black marble in the first selection is 2/5. When we
select the next marble, we have now only got 4 marbles, of which 1 is
black (because we have removed one in our first selection). So, the
probability of selecting a black is 1/4. If we put this into the conditional
probability formula: P(B|A) = (1/4 * 2/5) / P(2/5) = (0.25 * 0.4)/0.4 gives us
0.25 (1/4).
Now we know the probability of B happening, given that A has happened,
we need to multiply that by the probability of A happening, so we know the
probability of them happening in sequence. The multiplication rule is
written like this: p(A∩B) = p(A) * p(B|A). This means, the probability of A
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and B happening is the probability of A multiplied by the probability of B
given that A has already happened. This formula applies for independent
and dependent events. In our marble example, we would have 0.4*0.25 =
0.1 as the likelihood of these happening in sequence.
If you were calculating this for more than two events, you would write it as
P(A∩B∩C) = P(A)*P(B|A)P(C|(A∩B)) – where the pipe (|) means ‘given’
(i.e. probability of B given A has occurred).
If we have truly independent events (whereby event A has no bearing on
event B), we can use the specific multiplication rule. This is simply p(A∩B)
= p(A) * p(B). Independent events could be owning a dog & liking pizza.
This is referred to as joint probability, that is, the probability of events A
and B occuring.
Sometimes, we will want to know the probability of event A or event B
occurring. For that, the formula is P(A) + P(B) – P(A AND B). Remember,
the P(A AND B) or P(A∩B) is equal to simply P(A)*P(B). The process of
working out the probability of one or the other events happening is called
the union of events and can be denoted as P(A∪B) P(A) + P(B) –
P(A∩B).
If we know the P(B|A) and want to find P(A|B), we can use Bayes
Theorem. The formula for Bayes Theorem is: P(A|B) = P(B|A) * P(A) /
P(B).
Let’s say we have 2dice,onefairandoneweighted;wheretheweighted
dice has a 50% chanceofrollinga6andanequalchanceofrollingany
othernumber.
Let’s pose the question then:  P(Choosing A Biased Dice GIVEN We
rolled a 6). So the formula expanded is:   P(Choosing A Biased Dice
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 IVEN We rolled a 6) = P(rolling a 6 given we chose a biased dice) *
G
p(choosingabiaseddice)/p(rollinga6).
Theprobabilityofchoosingthebiaseddie(p(A))is50%,becausewehave
twodice&wechooseoneatrandom.
The probability of rollinga6(p(B))is:0.5(probabilityofchoosingbiased
dice) * 0.5(probabilityofrollinga6onthebiaseddice)+0.5(probability
of choosing a fair dice) * 0.17 (probability ofrollinga6onthefairdice).
Thisequals⅓probability.
WealreadyknowthatP(B|A)whichistheprobabilityofchoosingabiased
dice, given we have already rolled a 6 is 50%, because that dice is
weighted.
 o we have P(A|B) =0.5*0.5/0.33=0.76.Sothereisa76%chance
S
thatwehaveabiaseddice,giventhatwehaverolleda6.
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How do we know if an event is truly independent? We can test for
independence/dependence by simply using these formulae: p(A|B) = P(A)
or p(B|A) = P(B). If either of these are true, then the events are
independent.
If we look at the probability of rain, given we tossed a heads, then the
formula (as we discussed above) is: P(A ∩ B) / P(B) = (30/100 * 50/100) /
(50/100) = 30/100. So given the statement p(A|B) = P(A), we can say that
it’s true – the probability of A (rain) given B (getting heads) is 30 out of 100
and the probability of getting rain (irrespective of which coin you tossed) is
30/100.
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Sometimes, we might not know the total number of permutations possible
from a dataset. So, we need to calculate it. If we have five people, Bob,
Sam, Joanne, Sarah and Clive, how many possible ways can they be
ordered?
-

Bob, Sam, Joanne, Sarah, Clive
Clive, Sarah, Bob, Joanne, Sam
….

We’re not going to sit and work this out by hand. We simply have the
formula N! where N is the number of objects. In this case, N is 5, as we
have 5 objects (names). Now, we simply say 5! = (5x4x3x2x1) = 120
possible permutations.
If we take it a step further and say that those 5 people entered a
competition, but only the top 2 get prizes. How many permutations are
there for the top 2 spots, when we have 5 entries. Here, we have N! /
(n-x)! – where N! as we know is (5x4x3x2x1) and n-x is (5-2) as there are
two possible prizes. So the formula is (5x4x3x2x1)/(3x2x1) = 20 possible
permutations for the top two positions in the race.
Sometimes, order doesn’t matter, so we can use the combination rather
than the permutation. For example, if we make a team of 3 from our five
people listed above – we don’t care if the team is comprised of Bob, Sam,
Sarah or Sarah, Sam, Bob – it’s the same team, with the same members
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& position is irrelevant. For this, we use the formula N! / [(n-x)! * x!].
Where, X is the number of people to be on the team and N is the number
of total categories (or people). So we have 5! = [(5-3)! * x!]. So we have
(5x4x3x2x1)/[(2×1) * (2×1)].
Now, what is the probability that Joanne and Sam will be on the same
team? Here, we essentially have our team of 3 as Joanne, Sam,
MemberX. So, we need to work out how many combinations of the
remaining 2 people can fill those spots. We have 2 remaining people and
1 spot. So, we have 2! / [(2-1)! x 1!] which is, unsurprisingly in this
instance, 2.
So now, we know that we had 30 combinations in total and we had 2
possible ways to fill out our 3 person team. So the 2/30 (6.66%) probability
that they will both be on the team.

Hypothesis testing
Let’s consider that we have calculated a sample mean of 50. We have a
null hypothesis that says ‘the mean of the population is 50’ and an
alternative hypothesis of ‘the mean of the population is not 50’. These are
denoted as: H0 : μ = 50 and H0 : μ ≠ 50. We can consider the null
hypothesis to be ‘what we think now’ and the alternative to be our opinion
(we’re trying to disprove the null hypothesis, because we believe that the
population mean is not equal to 50.
In the case of a linear regression; the null hypothesis is a statement that
says, there is no relationship between X and Y. If the p-value is less than
0.05, it indicates strong evidence against the null hypothesis. It says that,
there is less than a 5% probability that the null hypothesis is correct –
which means, there is likely to be a relationship between X and Y. A
P-Value higher than 0.05 indicates evidence that the null hypothesis is
true. The P Value can go between 0 and 1; the closer it gets to 1, the
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more unlikely it is that the null hypothesis is untrue. We get a P Value for
every input variable. An alternative hypothesis argues that there is a
relationship between X and Y.
Alpha (α) is the probability of rejecting the null hypothesis, when it is
actually true.
An example…
Hypothesis testing enables us to validate or test whether a given
hypothesis is true. For example, let’s say that we have a random team
selector at our local football club. We have 7 players, of which 5 will be
selected each night at random. So, the odds of not being chosen each
night is 2/7.
If, after 5 nights, you still haven’t been chosen, you may start to suspect,
it’s not all that random. So you investigate.
-

The chance of not being selected on night 1 is 2/7

-

The chance of not being selected in the first 2 nights is (2/7)*(2/7)

-

The chance of not being selected in the first 3 nights is
(2/7)*(2/7)*(2/7)

-

The chance of not being selected in the first 4 nights is
(2/7)*(2/7)*(2/7)*(2/7)

-

The chance of not being selected in the first 5 nights is
(2/7)*(2/7)*(2/7)*(2/7)*(2/7)

Your null hypothesis is that this is random and you’ve just been unlucky.
Your alternative hypothesis is that this isn’t random & someone is cheating
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you out of the game. The likelihood of not being chosen that many nights
in a row is simply 2/7 ^5 (5 nights) – which is 0.001903968584388781,
which is 0.1%. Given that this is so low, we can reject the null hypothesis.
Based on your scenario, you will need to define the threshold at which you
will accept or reject the null hypothesis.
In this scenario, 0.001 is the p-value, which is the probability of this
happening by random chance. There is a 0.1% probability that not being
selected 5 nights in a row happened by chance. That’s one in a thousand
chance that your null hypothesis is true. So our alternative hypothesis is
likely correct.

Statistical Significance
A statistically significant result is not attributed to chance. Let’s say we
have a marketing campaign, where we send out two different emails and
observe the click through rate to the website.
We send the emails to 500 people. 250 people receive email A and 250
people receive email B. We observe that 10% of customers clicked
through from email A while only 3.2% clicked through from email B.
The question is: does this prove that in the future people will respond
better to email A than they did to email B?
We can calculate the P-Value for this by using a calculator online, like the
one provided by Survey Monkey (link below). Our P Value in this case is
0.0010 or 0.1%. This indicates that only 0.1 times in 100 would we expect
to see a random difference of 5% or more. Hence, we must consider that
this is statistically significant.
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It means that we can be 99% confident that email A will perform better
than email B.
Note that one-sided statistical significance will calculate whether email A
performed better than email B while two-sided will account for both
possibilities and is the best approach for A/B testing.
Link:
https://www.surveymonkey.co.uk/mp/ab-testing-significance-calculator/
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07:
Machine Learning
Introduction
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An introduction to terminology
Before we get into this section, I would like to introduce you to some
terminology which will appear throughout. Consider this section as a
reference guide for the rest of the book.
Cardinality is a measure of the size of a set. In data terms, this means,
how many unique values are there in a field. Having lots of unique
categorical variables can add noise to the data, especially if some occur
rarely.
Classification models seek to predict a class or category (e.g. YES or
NO).
Curse of Dimensionality is the concept where two data points in 1D
space can be very close together, when we move to a multi-dimensional
space, those same points can split apart. So in 1D space, two points
might be right next to one another, but in 3D space, they may be really
very far away. This makes identifying relationships between features
harder.
Features are the columns we ingest into the machine learning model.
Labels are the ‘truth’ in our training dataset. For example, if we are using
data to build a model to predict if someone has diabetes or not; whether
the patient actually had diabetes is the label (the answer).
Loss describes how poor a models prediction was. If the model predicted
a result of 10 and the real outcome was 4, the loss was 6. We can train
our model (by setting weightings and parameters) to reduce loss as much
as possible.
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Models define the relationship between the features & the label. In other
words, what happens to X to predict Y.
Multicollinearity is where our input variables (x and z) are highly
correlated to one another. Understanding the effect of x on y is tough to
work out, because it’s hard to tell whether x or z affected y. This is mostly
a problem for feature selection and does not generally impact model
accuracy.
Normalization makes the mean and standard deviation of the field
‘normal’
Overfitting is where we create a model that is perfectly aligned with
training data. This means, when it sees new data, it is unable to make
accurate predictions.
Regression models seeks to predict a continuous value.
Reliability is the level to which you can trust the data you have. If you
have unreliable data (where the labels are incorrectly assigned; has a lot
of anomalies or has a large proportion of null values), your data will be
unable to provide useful predictions.
Underfitting is the opposite to overfitting where the model can’t make
accurate predictions because the model has not captured enough of the
complexity of the training data.
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Machine Learning Introduction
Data analytics can give us incredibly useful insights about our businesses.
If we consider the example of retail sales, we may notice a trend that
shows that every October sales spike and every June they fall. This
analysis and subsequent identification of seasonality leads to better stock
planning by the business and hence ensures that they have enough stock
to supply the demand in the busy season and ensures that they aren’t
holding stock that they don’t need during the quieter business periods.
But what if we wanted to predict the number of sales we expect to see?
This would require a machine learning algorithm. This process would
begin by enriching your sales data with other datapoints which could
influence the number of units sold. For example:
-

Weather may influence the sales of your product. If we have an
atypically warm October, could that lead to lower sales?
Conversely, if we had a cold spring could that push up sales in an
otherwise quieter period?

-

If you are selling high value items, the availability of credit and the
current interest rates may influence your sales significantly.

-

Competitors special offers and sales may influence your revenue
as customers can find a better offer elsewhere.

By enriching your historical data with this information; our machine
learning algorithm will be able to identify relationships between all this
input criteria and your sales values (the thing you are trying to predict) to
provide a good estimation of future sales, given this historical data.
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Note: in machine learning, we call all the input data ‘features’. In our
example: date, weather information, interest rates and competitors offers
would be features. These are the bits of information we believe will
influence the sales value for that given date. It is our hypothesis that the
two below rows would result in different sales values:
Date

Weather

Interest
Rates

Competitor
Offers

Sales

10/02/2021

Sunny

1%

NO

?

10/02/2021

Sunny

4%

YES

?

In the above, the perception is that a sunny day, with low interest rates
and no competing offers would result in higher sales for our business. So,
our algorithm will find the relationship between these four fields and the
target field; the target is the thing we are trying to predict, in this case it’s
sales.

We can summarise by saying that: machine learning uses statistical
techniques to give computer systems the ability to ‘learn’ rather than being
explicitly programmed. By learning from historical inputs we’re able to
achieve far greater accuracy in our predictions & constantly refine the
model with new data.
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Let’s look at the process to train a machine learning model. First, we split
our dataset into training and test sets. In the below dataset, we would split
80% of it as a training set (blue) and 20% as a test set (yellow).
Column1

Column2

Outcome

22

78

YES

367128

8282

YES

3779

87982

NO

2829

83092

NO

3523523

8972389

YES

1278979

82790

YES

29847129

79089

NO

324232

23423

YES

234425

564654

NO

3123

235

YES

As below, the training set is sent with the outcome (the target value), so
the model can determine the relationship between Column1, Column2 and
the outcome.
Column1

Column2

Outcome

22

78

YES

367128

8282

YES

94

3779

87982

NO

2829

83092

NO

3523523

8972389

YES

1278979

82790

YES

29847129

79089

NO

324232

23423

YES

The test set does not include the outcome (as below), the model tries to
predict what the outcome would be, based on the relationship it identified
from your test data set.
Column1

Column2

234425

564654

3123

235

The model then makes predictions based on the test dataset (as below).
We then compare those predictions against what really happened to
determine how accurate the model is. In the below example, the model
has 50% accuracy, as it made one correct prediction and one incorrect
prediction.
Column1

Column2

Prediction

Actual

234425

564654

NO

NO

3123

235

NO

YES
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If the model is not accurate enough, we work to improve it, otherwise we
deploy it and start using it in the field.
The below diagram describes the process we just covered visually. Note
that this diagram is designed to cover supervised learning models. The
reason for this is that in practice, we’re almost always implementing
supervised models.
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We will delve into these concepts further later in the chapter and we will
also review some of the most common machine learning algorithms that
we can apply to our data to solve our business problem.

Stages of a Machine Learning project
The first stage in any project, irrespective of whether it’s a machine
learning initiative is to fully understand the problem.This isn’t just about
understanding the task ‘to build a model to predict the likelihood of X’; it’s
also about understanding why we need the model and the business value
of the output.
This is really critical, as without understanding why you’re doing it and
who’s going to take action on the output, how do you know how best to
deliver the model? It can only be your best guess. So, you need to apply
your business domain expertise to understand the use-case for the model
output and what the business hopes to achieve from it.
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Next, we have a research stage. This is all about how you may go about
solving the problem. If your industry has a well documented and well
accepted ‘best practice’ or ‘industry standard’ to solve your problem, then
you don’t need to reinvent the wheel. So, this is about understanding
what’s already available and what existing research you could reuse. In
the event that there are no off the shelf solutions, it’s about researching
other methodologies you could use to solve the problem; understanding
what data you would need to obtain to do so, and so on.
Data exploration is one the most interesting phases of the project. There
is no real framework or process to doing this - it’s looking through the data
in a relatively unstructured manner to find patterns or characteristics of the
data which may be of interest. We can look at some initial correlations;
data completeness; accuracy; duplication; distributions and so on to get a
good understanding of what we have to work with.
Now we get into the data pre-processing. We speak about this in an
upcoming section but this is about getting your data ready for the machine
learning model. It’s about handling missing data; duplicate data; creating
new features upon which you’ll be able to make better correlations and
predictions and it’s about preparing your data to be ingested by the
machine learning model you’ve chosen.
Based on the data we have available to us, you will have a view on which
model you want to use. If you have continuous data to predict, you want a
regression model; if you have categorical information you’ll want a
classifier - each model (some of which are discussed below) has its
advantages and disadvantages - based on these, you will choose the
model most suitable to your problem statement.
Next we train, test and tune the model. This is the process of showing the
model some historic data so that it can build a ‘model’ and understand
relationships. We then provide the model with some new (unseen) data to
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test how accurately it predicts the outcome. If the outcome is not very
good, we tune the model to make it better.
Finally, we release the model to the business to be used to enhance
decision making.

Types of machine learning
Supervised learning is where we provide the model with the actual outputs
from the data. This let’s it build a picture of the data and form links
between the historic parameters (or features) that have influenced the
output. To put a formula onto supervised learning, it would be as below,
where, Y is the predicted output, produced by the model and X is the input
data. So, by executing a function against X, we can predict Y.
Y = f(X)
The goal of supervised learning is to be able to model the influence of
input parameters (X) so well, that we can accurately predict the output (Y).
Supervised learning is used for regression, classification, decision trees
and neural networks, a few examples are included below:
●

Regression aims to predict the numeric value of something, given
a set of input parameters. For example, we could approximate the
price of a car, given its mileage, age, brand, MOT status, etc..

●

Classification is about classifying things – for example, given the
input parameters of an email (sender, subject line, email body), it
should be classified as ‘spam’ or ‘not spam’.
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●

Decision trees can be used for loan approval, based on income
ranges, credit rating, criminal records and more

Unsupervised learning is where we do not provide the model with the
actual outputs from the data. Unsupervised learning aims to model the
underlying structure or distribution in the data to learn more about the
data. The most popular use-cases of unsupervised learning are
association rules – which is where we uncover rules that describe a large
chunk of our data. For example, Amazon uses such learning to state that
people that bought this, also bought that.
Semi-supervised learning sits in the middle of supervised and
unsupervised. It’s where only some of our input parameters have
associated outputs. So, we don’t receive the actual result/output for given
input parameters.
A good use-case for semi-supervised learning is web page classification.
Let’s say we wish to classify web pages as ‘news’, ‘learning’,
‘entertainment’, etc… It’s very cheap and easy to crawl the web and
extract a list of webpages, but it’s very expensive for humans to sit and
classify them manually. So, we may choose to classify a subset of the
data manually & use that to help train the model.
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Data preparation is a vital part of any machine learning project. Ultimately,
the adage ‘garbage in, garbage out’ could not be more fitting. If you fail to
prepare your data well for modelling, you will fail to meet your goal of
making accurate predictions.
There are a number of components to the data preparation stage which I
have outlined in the below diagram. We will touch on each of them briefly
now, before looking in detail in the subsequent sections of the chapter.

The first step is almost always data exploration. We need to see exactly
what we have available to us. Here, we’ll extract insight around how the
data is distributed; the cardinality of the set and an assessment around
data reliability (outliers; missing values; duplicate values).
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Next, we start to clean the data. That is where we handle the missing
values; outliers and duplicate records; all of which, we will discuss in more
detail below.
We then progress into the feature engineering stage. This is where we
derive new features from the data we have. For example, we may decide
to bin age (18-24; 25-31 etc..) or we may extract useful information from
string fields (e.g. full address; we may extract City) - the exact actions you
take will be dependent on your dataset and objectives.
We then look at dimensionality reduction to help computation times; solve
multicollinearity issues and to battle against the curse of dimensionality,
discussed earlier.
We then split the data & look at normalization. Normalization makes the
mean and standard deviation of the field ‘normal’. If you do this before
splitting your data, you will be leaking information into the model, as it will
be able to ‘fill in the gaps’.

Data Exploration
Data exploration is a critical part of the machine learning workflow.
Without understanding exactly what you’re working with, it’s going to be
tough to determine whether particular features are going to contribute
heavily towards your model accuracy or not. Also, it will become evident
very quickly if you have outliers or some poor quality data in certain areas.
The question then becomes: what are we looking for and what is the
easiest way to find it? Well, we don’t know what we’re looking for exactly,
that’s the point. We need to see what we have and determine if anything
doesn’t quite look right.
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Let’s take the example of a school register. Each day, we have a list of all
the students, the class they’re in & whether they attended or not. We then
do some work in Pandas or in a visualization tool like Tableau to
aggregate the data & simply calculate the total number of students for
each day. We get the below graph.
Clearly, there is a problem here. Why would students not have turned up
on Friday? We then can dig further into the data & determine whether this
is a data quality issue; missing data issue or whether it’s a genuine
reflection of reality.
Understanding the data you have and any rules around that data is key.
For example, it may simply be the case that the school has an event every
Friday which means less students register for their classes. That is
seasonality and as a data scientist, understanding these rules before
building the model is super useful and will save you a whole bunch of
headaches later down the line.

So we can do that; we can aggregate our data & visually check that it
looks OK, but we can also determine the relationship between two
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features. Why is this useful? Well, if you have two features that are heavily
correlated together & you have a dimensionality challenge, you may
choose to drop one of those features from the model; as its inclusion adds
no value over the second field which it so closely correlates with.
We can build this view with a correlation matrix like the one below. It’s
always valuable keeping the target (or truth or label) value in this matrix as
you can see whether you have a particular feature which by itself has a
very high correlation to the outcome.
From this correlation matrix you can determine the fields which will impact
your model the most and you can identify those which just add noise to
the model without adding much value – those can be dropped to assist
with dimensionality reduction.
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The other key task is to go through each of those key features you
identified from your correlation matrix and to determine a few things:
●
●
●
●
●

What values live in the fields
What are the range of values for the feature
How is the data distributed
What percent of the datapoints are nulls
What percent of the datapoints are unique

The other key thing we can implement to understand the relationship
between all of our features is a pairplot. With this, we can understand the
relationship between all of our numeric features quite quickly.
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In the example above, I have extracted some information from the Kaggle
website, related to medical information to determine whether the person is
diabetic.
Each input feature appears on both the X and Y axis of the pair plot, which
means that every feature is compared with every feature (including itself).
You can quite easily add regression lines to the data to describe the
relationship and in this instance I have coloured by the outcome (orange is
positive - they do have diabetes and blue is negative, they do not).
Armed with all this information, you can really ensure that you fully
understand your dataset and go into model creation with the best possible
opportunity to make it a success.

Data Cleaning
Missing Values
First we could have missing values in our dataset. We need to decide how
to handle these missing values. There are a number of options to do this,
for example:
●

Simply delete all rows that contain one or more missing values

●

Fill the value in the missing cell with the value immediately
preceding it

●

Fill the cell with a static value (e.g. 0)

●

Fill the cell with a computed value (e.g. the mean of all non-null
values in the column)
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#replace with static value
df['yday_cases'].fillna(0, inplace=True)
#replace with median of column
med = df['weekly_cases'].median()
df['weekly_cases'].fillna(med, inplace=True)
#drop all rows that have null values
df.dropna()

The way you handle the missing value will be largely influenced by your
specific use case and project. If you have so much data that dropping the
three rows with missing data won’t harm your analysis, you could do that.
If you need every possible record & the missing values are in a cell which
won’t heavily weight your algorithm, then maybe calculating the mean is
OK.

Duplicate Data
The next problem is duplicate data. It’s annoying, but it happens.
Sometimes we find that the same record has been input multiple times.
Having this is not ideal, you don’t want to be skewing your model based
on 100 customers with criteria X which turns out to be just 2 customers
duplicated 50 times. So, we can drop duplicate records out of our input
dataset.

#drop duplicate rows
df.dropna().drop_duplicates()
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Anomalies
Next, we need to start actually exploring the data. In doing so, we may
find some anomalies in the data which are going to skew our outputs. We
can remove anomalies in a number of ways, discussed here &
summarised below.
We could extract values within X standard deviations of the mean.
Statistically, 99.7% of normally distributed data falls within 3 standard
deviations from the mean, so it is not unreasonable to take values outside
of 3 standard deviations as outliers – you can read more here:
Another method we could use is to drop the top and bottom 5% of data,
which will reduce skew but does also risk removing legitimate datapoints.
Whichever method you use, you always run the risk of eliminating valid
data points but sometimes this is a necessary evil.

#drop values outside of 3 standard deviations
sd = 3
#calculate 3 std deviations above mean
upper = df['yday_cases'].mean() +
(df['yday_cases'].std() * sd)
#calculate 3 std deviations below mean
lower = df['yday_cases'].mean() (df['yday_cases'].std() * sd)
#filter dataframe to only values within those
limits
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data = df[(df['yday_cases'] < upper) &
(df['yday_cases'] > lower)]
#drop top and bottom 5% of data
upper = df['yday_cases'].quantile(.95)
upper = df['yday_cases'].quantile(.05)
data = df[(df['yday_cases'] < upper) &
(df['yday_cases'] > lower)]

Dealing with Dates
Having a date in our dataset can really improve our predictions. Imagine
an ice cream company, their data has a seasonal aspect (more sales in
summer), so predicting sales information without dates in our data would
be inaccurate.
The problem is though, dates are horrible to work with. The first of June
2020 could be displayed as any of the below – and these are just a few
examples!
●
●
●
●
●
●
●
●
●
●

01/06/2020
01/06/20
1/6/20
06/01/2020
06/01/20
6/1/20
01-06-2020
06-01-2020
06-Jun-2020
01-06-2020 08:00:22.11
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Machine learning models don’t accept dates as features – they’re just
meaningless strings. So we need to split those dates out into separate
features (e.g. create a year, month and day column).

Structural issues
Next we need to look out for potential structural issues. This happened to
me recently. I had a text field in the table and in the text someone had
written \t. Now, \t is the symbol for tab, so when ingesting my tab delimited
file, it mis-aligned a tonne of fields – really not ideal & it took a while to
spot. But, knowing this is absolutely essential.
Data Encoding
Many machine learning algorithms don’t accept / understand strings; and
those that do, still perform better & produce more accurate results with
numeric inputs. Let’s say we have this data in a column of our dataset:
[‘red’, ‘ blue’, ‘green’, ‘yellow’].
We want to encode these values to numbers to achieve the best possible
outcome from our model. If we use label encoding we can simply convert
those values to numbers: [1,2,3,4].

#import libraries
From sklearn.preprocessing import LabelEncoder
Y = LabelEncoder().fit_transform(x)
The problem is though, numbers indicate relationships. Think about a
salary field, the bigger it is, the better or it could be a risk field, the higher
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the number, the higher the risk. But in our example, just because purple is
color 5, doesn’t make it 5 times better than red, so this approach can lead
to more weight being given to certain colors & hence can bias our model.

one_hot = pd.get_dummies(df)
So the lesson here is this – if your values have no relationship to one
another – just like colours – red has no relationship to yellow; then you
should not use label encoding. However, if your values are related (e.g.
risk, where risk 5 is higher priority and should be given more weight than
risk 1), then you should use it.

If you have no relationship between your data points, you should use one
hot encoding. This creates a binary output in a new column. For example:
In the above, you can see that we have a new column per colour & a
binary response ‘was it that colour?’.
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This approach solves the problem we face with label encoding, but it adds
a tonne more columns to your dataset, especially if you have several
categorical columns, with many unique values within.
So to summarize;
●

Your values have a relationship to one another (like Salary or
Risk), where the higher value does mean more emphasis should
be placed on it, then you should use a label encoder.

●

If your values have no relation to one another (e.g. colors or cities)
then you should use the one hot encoding method.

Feature engineering
As I discussed above briefly, feature engineering is all about the creation
of new features which could improve the accuracy of your model. There
are an endless list of engineering tasks you could undertake - I will
discuss a few of them below to give you a feel for what we can do.
First off is binning. This is where we transform the continuous numeric
features into discrete categories. We do this because, with continuous
data, we often find that we have a skew & some values appear
significantly more often than others; we also have the problem of
boundless values, which can lead to some really huge outliers causing
problems.
If we consider a dataset in which we have a customer's age; we may wish
to bin them into categories (e.g. 18-24, 25-31 etc.). We do this to increase
our sample sizes in many cases. You may for example find that you don’t
have many customers that are 18, 19, 20, 21, 22, 23 or 24 years of age.
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But when you bin them together, you may increase your sample size to an
acceptable level.
We can also calculate derived features; for example, we could take the
customer postcode and enrich the dataset with information about that
customer's location; which can often be sourced from government open
datasets.
-

What is the crime rate?
What kind of housing is in that area?
What level of affluence does the area have?
What unemployment level does the area have?

If you were predicting the likelihood that your customer would purchase a
new product from you; understanding their background may impact their
price sensitivity and could give you a better prediction.
Furthermore, we may have some simple engineering tasks to complete:
extract town from full address; calculate age based on date of birth and
other features which may be beneficial to your model.

Dimensionality reduction
When we’re trying to tune our machine learning model, we start looking at
ways to reduce the number of features in our dataset. The reason for this
is the spookily named ‘Curse Of Dimensionality’. This is the concept
where two data points in 1D space can be very close together, when we
move to a multi-dimensional space, those same points can split apart. So
in 1D space, two points might be right next to one another, but in 3D
space, they may be really very far away. This makes identifying
relationships between features harder.
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Method 1: Feature selection
We have quite a few methods to select features, I’ll discuss a few here
which are easy to implement and understand.
First, we have Pearson’s correlation which simply finds the features which
have the highest correlation to the target. We then retain the top N
features, based on their correlation. Simple, right?
Next, we have Recursive Feature Elimination which trains a model with all
the features in your dataset and extracts the coefficient or feature
importances. The algorithm then removes the least important feature. It
continues to repeat the same steps over and over again until it reaches
the desired number of features. We can use cross validation to calculate
the best number of features.
Now we have the lasso (or regularization) which adds each feature into
the regression model, one at a time. If that feature does not improve the
model enough, it will not be added (which is achieved by setting the
coefficient to zero).
Method 2: Principal Component Analysis
Principal Component Analysis (PCA) is a linear transformation algorithm
which sets out to simplify complex, highly dimensional data into fewer
features; while retaining the trends and patterns in the data that we
require for our analysis; we call this reduction in features dimensionality
reduction.
We do this to improve computational efficiency and make it easier to
visualize our datasets. Generally PCA captures most of the nuances in
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our data but there is a trade-off between having our original, granular data
& the performance gains of utilizing PCA.
In short, Principal Component Analysis reduces the number of features in
our dataset by squashing highly correlated features together. This is less
accurate than having independent features but it makes it computationally
more efficient.
PCA transforms our features so that we end up with fewer dimensions.
Let’s say we have height and weight; generally there is a strong
relationship between these two features & we could summarize them as a
third variable and remove the original height and weight columns. This
would reduce our two dimensions to one.
Now, if you consider we have a dataset with 500+ features; reducing
dimensionality by 50% would be a huge improvement for processing
times.
PCA is an unsupervised algorithm, a bit similar to clustering. PCA finds
patterns in the data autonomously and projects those patterns into
principal components (summarized features); with the goal of
summarizing our data with the fewest number of principal components
(PC’s).

Split data
As mentioned at the beginning of the machine learning chapter. We split
our data to give the model a chunk of data to analyse & learn from and a
chunk of data to test those learnings.
In other words, the model learns enough about the training data that it
creates a function to predict the output. We test the theory against new
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data it hasn’t seen before - if the model is still accurate, it’s likely that it
has generalised quite well.

Data Scaling
Scaling is a method used to standardise the range of data. This is
important as if one field stores age (between 18 and 90) and another
stores salary (between 10,000 and 200,000), the machine learning
algorithm might bias its results towards the larger numbers, as it may
assume they’re more important. SciKitLearn state that “If a feature has a
variance that is orders of magnitude larger that others, it might dominate
the objective function and make the estimator unable to learn from other
features correctly as expected.”
Using the SciKitLearn library, we can convert each feature to have a mean
of zero and a standard deviation of 1; removing the potential bias in the
model.
For some models, this is an absolute requirement, as certain algorithms
expect that your data is normally distributed and centre around zero.
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ML Key Models Overview
There are a large number of models available for us to use - more than it
would be possible to cover in this book. Below, I have included a diagram
which includes some of the most common models we can use, some of
which I will discuss in this chapter.
The key thing to understand is that there is no right answer here. The type
of model you use will depend on the specific problem you are trying to
answer and your tolerance for accuracy.
You may choose to implement a model which achieves lower accuracy in
order to benefit from faster predictions if the criticality of your use-case is
not so high (for example, whether a customer will go to a competitor).
Whereas, if you are predicting something with high criticality (e.g. if
someone has cancer), you would seek the most accurate model and
accept that it will not be so fast at making predictions.
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Choosing the correct model is not only important to ensure strong model
results but also to ensure acceptance by the business.
A traditional statistical model like linear regression is easy to understand.
Hence the business will be likely to trust the output. Whereas, when we
look at more complex machine learning models, they become more of a
blackbox & harder to explain. As with many things in data science, it’s
about finding a compromise between accuracy and explainability.
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Linear Regression
What is it?
Regression is about finding the relationship between some input
variable(s) and an outcome. Let’s think about a simple example of height
and weight. We need to understand the relationship between the two –
intuition can tell us that as height increases, so does weight. The idea of
regression is to create a mathematical formula which describes that
relationship. With this formula, we can then input a sample height value
and use the formula to ‘predict’ how much that person weighs.
Mathematical Intuition
When you were in school, your teacher would at some point probably
have asked you to draw the line of best fit onto a graph. You may have
drawn it somewhere like the below. Why? Because it generalizes the data
quite well and minimises the error (the distance between the line and the
datapoint).

If we wanted to write a formula for this, we would get ŷ = bx + a. Where:
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●
●
●
●

ŷ is the predicted value
b is the slope of the line (i.e. how much does Y increase when X
increases by 1) – the coefficient
x is the x value – the predictor
a is the y-intercept (i.e. where the line of best fit crosses the Y
axis) – the constant

Okay, so we know what the formula is & we know that if we had: Y
increases by 2 every time X goes up by 1; the Y intercept is 10. Then the
prediction where X = 6 would be: ŷ = 2(6) + 10
When we complete our regression, we will have a regression table
produced, which summarizes the model. Below are the key components
of a regression table, with their definitions:
●

r is the correlation coefficient of a dataset. r will be a value
between -1 and +1. Negative one, is a perfect negative correlation;
+1 is a perfect positive correlation.

●

R squared is also known as the coefficient of determination. It tells
us how well the line fits the data & denotes the proportion of the
variance in the dependent variable that is predictable from the
independent variable.
If we look at the price of pizza, the price is determined mostly by
the price of dough and the price of toppings. So in this regression
analysis, we would have a high R squared, as the change in Y is
explainable by the X’s.~
To get R squared, we simply take the value of r and square it. This
makes a negative value positive and presents a percentage
output.
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If r is 0.95 then r squared is 0.90 (90%). This means that 90% of
the variance of Y is predictable.
●

Adjusted R squared is always lower than R Squared. The problem
with R Squared is, the more input variables you add, R squared
increases.
Adjusted R squared compares the explanatory power of regression
models that contain a different number of predictors.
If you have a 10 predictor model with a higher R squared than a 1
predictor model, how do you know if it’s higher because it’s a
better model, or it’s higher because there are more predictors?
The adjusted R squared tells us this and we can compare the
value across the two models to find out.
Adjusted R squared is adjusted to take account of the number of
predictors in the model. It only goes up if the new predictor
improves the model and it decreases when the predictor does not
improve the model

●

The P-Value sets out to prove whether the null hypothesis is true
or not. Remember, the null hypothesis is a statement that says,
there is no relationship between X and Y. If the p-value is less than
0.05, it indicates strong evidence against the null hypothesis. It
says that, there is less than a 5% probability that the null
hypothesis is correct – which means, there is likely to be a
relationship between X and Y.
A P-Value higher than 0.05 indicates evidence that the null
hypothesis is true.
The P Value can go between 0 and 1; the closer it gets to 1, the
more unlikely it is that the null hypothesis is untrue. We get a P
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Value for every input variable.
In other words, the P value is the probability of the impact of Y,
given X happening by chance and the lower the P-Value, the
greater the statistical significance is
●

The coefficient is the constant value that represents the slope (b in
the regression formula y = bx + a).

●

The F-test provides us with a measure for the overall significance
of the model. It evaluates the null hypothesis that all the regression
coefficients are zero (there is no linear relationship between your
input variables and the output, meaning none of the independent
variables matter & the model has no merit).
The alternative hypothesis is that at least one input variable defers
from zero. A significant F-Test tells us whether the relationship
between Y and the X’s is statistically reliable.
An F value close to 1 tell us that the predictor is not statistically
significant. The further it gets away from 1, the better. That is to
say, the lower the F statistic, the closer to a non significant model
we get. An F-Statistic of at least 3.95 is needed to reject the null
hypothesis at an alpha level of 1 (you have a 1% chance of being
wrong).

●

Std error of estimate (SEE): Calculate the errors between the
Actual values and Estimated values. Calculated as
sqrt(((estimated_Value – Actual_Value) ^2) /n-2), where n is the
number of observations.
It tells us the average distance that the observed values fall from
the regression line, using the units of the Y variable.
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When should we use linear regression?
We should use regression when the dependent variable is continuous: we
can’t use regression to predict a class; it must be a continuous, numeric
value.
The independent variables do not correlate: the goal of the regression
analysis is to identify the relationship between the independent variable
(the input variable) and the dependent variable (the thing we are trying to
predict). Let’s say, we have y is regressed against x and z. In this
instance, x and z are highly, positively correlated to one another
(multicollinearity). Understanding the effect of x on y is a tough thing to
work out – it’s hard to tell whether x or z affected y, because when x goes
up, so does z – so, which one impacted y?
In most cases, having correlated independent variables won’t affect your
model accuracy or your ability to predict. The stumbling blocks are that it
can make choosing the correct predictors a headache and it makes it hard
to find out the exact effect of each predictor on Y. However, it doesn’t
affect the overall fit of the model or provide bad predictions – your R
squared will not be impacted by multicollinearity.
So in short, if you want to know how your group of input variables are able
to predict Y and don’t care how much each predictor contributed to the
prediction, you don’t need to worry about multicollinearity.
The data has some linear relationship: if we have a dataset like the above
graph, linear regression makes sense. There is a relationship between X
and Y which we can define with an equation. Whereas, on the below
dataset, there probably is very little point – a linear equation is not going to
give you the relationship between X and Y in this case.
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Example implementation

#Import libraries
import pandas as pd
import numpy as np
from sklearn.model_selection import
train_test_split
from sklearn.linear_model import LinearRegression
from sklearn import metrics
#Generate some test data
x = np.array([5, 15, 25, 35, 45, 55]).reshape((-1,
1))
y = np.array([5, 20, 14, 32, 22, 38])
#Split our data into testing & training datasets
train_features, test_features, train_labels,
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test_labels = train_test_split(x, y, test_size =
0.2, random_state = 42)
#Create our model and fit it with our training data
regressor = LinearRegression()
regressor.fit(train_features, train_labels)
#Print the Rsquared, Intercept and Slope
print('r_squared: ', regressor.score(x, y))
print('intercept:', regressor.intercept_)
print('slope: ', regressor.coef_)
#Make predictions on our test dataset
predictions = regressor.predict(test_features)
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Support Vector Machines (SVM)
What is it?
Support vector machines are supervised classification models, within
which each observation (or data point) is plotted on an Ndimensional
array, where N is the number of features.
Model Intuition
If we had height and weight, we would have a 2 dimensional graph. And if
we were trying to classify those people as average or overweight, we
would draw a line like below, where above the line is overweight and
below is average or OK (note, this is mock data & does not represent real
over/under weight values).

But, where do we draw the decision boundary? Well, think of the boundary
line like a road. We have loads of traffic down the road so we want it to be
as wide as possible. We could draw the road like below between the two
groups.
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The group in blue would be ‘Overweight’ and the group in orange would
be ‘OK’. Of course, if we have multiple categories, we will have multiple
decision boundaries.
Or, we could draw it like the below. This road is much wider and hence is
the better split – wider margins help to prevent overfitting. To clarify, we
are looking for the widest margin – the one where the distance between
the points and the central line are as far as possible. We call this central
line the hyperplane.
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Unoptimised decision boundaries could result in misclassification of new
data, which would be bad!
So what exactly is a support vector? Well, a support vector is a datapoint
(also known as a vector) that the margin pushes up against. In other
words, they’re the points closest to the road.
The support vector machines algorithm is pretty memory efficient as it only
considers the support vectors as being important when building the model,
hence uses a subset of the overall datasize.
Example Implementation

#Import libraries
import pandas as pd
import numpy as np
from sklearn.metrics import confusion_matrix,
classification_report
from sklearn import metrics
from sklearn.model_selection import
train_test_split
from sklearn.pipeline import Pipeline
from sklearn.feature_extraction.text import
TfidfVectorizer
from sklearn.svm import LinearSVC
#ingest our review data
df = pd.read_csv('/home/reviews.tsv', sep='\t')
#handle nulls
df.dropna(inplace=True)
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#split out X (feature) and Y (target)
x = df['review']
y = df['label']
#split our test and train datasets
x_train, x_test, y_train, y_test =
train_test_split(x,y, test_size = 0.3, random_state
= 42)
#Create a pipeline to vectorize and then classify
our data
text_classifier = Pipeline([('vectorize',
TfidfVectorizer()), ('Classifier', LinearSVC())])
#use the new pipeline and fit our training data to
it
text_classifier.fit(x_train, y_train)
#Make some predictions based on the test data
predictions = text_classifier.predict(x_test)
#Validate accuracy
print(confusion_matrix(y_test, predictions))
print(classification_report(y_test,predictions))
metrics.accuracy_score(y_test, predictions)
#Manually check with a review
text_classifier.predict(['Terrible movie'])
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K-Nearest Neighbors
What is it?
K Nearest neighbors is one of the simplest machine learning models to
explain Let’s say, we have lots of historical data with a class assigned. In
the below, you can see that we have a number of points in the red, blue
and green classes.
Model intuition
The idea then is, if we have a new point added to the chart, which I have
denoted in yellow, which of the three classes will it belong to?

That’s simple – we look at the nearest neighbours (i.e., the points closest
to it). So, if K=1 then we take the 1 closest point and assign the same
class. In this case, red is closest & hence our new datapoint would be
classified as red.
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It gets a bit more complicated when the new datapoint is in the middle of
several classes. As in the example below, if k=11, we take the 11 closest
points to our new datapoint. In this case, we have four red points; five
green and two blue points. We simply classify the data point as green as
the largest portion of the 11 nearest data points are green.

Simple enough to understand, right? Maybe you have some questions
like:
●
●

How do we choose what the value of K should be?
What happens if there is a draw? What if blue = 5 and red = 5

First things first, how do we choose the value of K? Well, it’s not easy & as
with all our machine learning algorithms, it takes some tinkering to get the
right value. Noise, mislabeled data, outliers and overlaps between classes
can lead to inaccurate classification and overfitting. We can improve our
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classification by setting a much larger K value (at the expense of
computational demand) or we could pre-process our data to remove
perceived outliers and make things much cleaner. Adding too high a value
for K can lead to underfitting.
We can retrofit some rules around ties (when multiple classes return the
same number). But personally I just use the out of the box functionality
with scikit learn, which states that: “Regarding the Nearest Neighbors
algorithms, if it is found that two neighbors, neighbor k+1 and k, have
identical distances but different labels, the results will depend on the
ordering of the training data.”
Pros of K-Nearest Neighbors:
●
●
●

Simple to understand and build
Only one hyper parameter to tune
Can be used for classification and regression

Cons of K-Nearest Neighbors:
●
●
●

It’s not very fast
Not so accurate for data with high dimensionality
Can be quite sensitive to outliers
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Naive Bayes
What is it?
A Naive Bayes algorithm is a classifier. It takes into account the probability
of each feature occuring and determines the overall probability of the
target class (outcome). From that, it takes the highest probability and
returns that as its prediction.
The reason it’s naive is, it acts as though features don’t depend on one
another in any way and have no relationship to one another and
calculates the probability of seeing them together as the product of their
individual probabilities. In reality, this is not usually the case.
However, a Naive Bayes algorithm is easy to implement and is blazing
fast to compute. So often it’s used for real-time predictions. It’s generally
more accurate than a logistic regression model; doesn’t require very much
training data and it even performs well with categorical inputs.
But….. as I said, in real life, we don’t often get totally unrelated features,
there is often a relationship between them. Also, if your real data is
ingested and has a category that isn’t in the training set, the model will
assign a zero probability, because there is a zero frequency.
Model Intuition
Below is an example where we are predicting, based on the weather,
whether we will need to wear a hat. The input data is as below.
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First, determine the probability of our target class (yes or no) denoted as
p(c)
●
●

p(yes) = 5/8 (in 5 rows, we needed a hat)
p(no) = 3/8 (in 3 rows, a hat was not required)

Now we determine the probability of each of the features. For outlook, we
essentially say, what proportion of the time is it sunny, rainy or overcast. In
the above, you can see it was sunny four times out of a possible 8
records.
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For temperature, we have the below probabilities:

For humidity, we have:

And finally, for wind, we have;

So, if we need to predict whether we need a hat when:
●

Outlook = Sunny
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●
●
●

Temperature = Mild
Humidity = High
Wind = Yes

We need to calculate the probability that we do need a hat:
●
●
●
●
●

P(outlook = sunny & hat = yes) 2/8
P(temperature = mild & hat = yes) = 2/8
P(humidity = high & hat = yes) = 3/8
P(wind = yes & hat = yes) = 5/8
P(hat= yes & hat = yes) = 5/8

The calculation then multiplies everything together: (2/8)* (2/8)* (3/8)*
(5/8)* (5/8) = 0.00915527343
Now, we work out the probability of not needing a hat, given all of those
input parameters.
●
●
●
●
●

P(outlook = sunny & hat = no) 6/8
P(temperature = mild & hat = no) = 6/8
P(humidity = high & hat = no) = 5/8
P(wind = yes & hat = no) = 3/8
P(hat= yes & hat = no) = 3/8

The calculation then multiplies everything together: (6/8)* (6/8)* (5/8)*
(3/8)* (3/8) = 0.04943847656
We then need to calculate the probability of each feature being yes (which
we did above).
●

p(x) = P(outlook = sunny) * p(temperature = mild) * p(humidity =
high) * p(wind = yes)
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●
●

p(x) = (4/8)*(4/8)*(4/8)*(5/8)
p(x) = 0.078125

Finally, we divide the outputs from above by our new number:
●
●

P(hat=yes) = 0.00915527343/0.078125
P(hat=no) = 0.04943847656/0.078125

Hence…
●
●

P(hat=yes) = 0.1171874999
P(hat=no) = 0.63281249996

The highest value wins, so no, we don’t need a hat.
This was a simple example of how the Naive Bayes algorithm works - it’s
not something you will need to calculate by hand, as we have libraries to
do this for us.
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Association rules mining
What is it?
Association rule mining is an unsupervised learning algorithm which finds
patterns in our data, whereby we know how likely it is that Y occurs in the
event of X. In other words, it finds features (or dimensions) which appear
together frequently.
Note: just because someone buys burgers with ketchup, does not mean
someone that buys ketchup will buy burgers. Make sure you keep an eye
out for the direction of the relationship.
Model intuition
If we think of an example in real life, consider that you run a grocery store.
You have a list of historical transactions. Here is that list:
●
●
●
●

Burgers, ketchup, rolls, fries
Burgers, cheese, rolls
Ketchup, rolls, fries
Grapes, vegetables, bread, cereal

From the above, we can intuitively say, that in 100% of the instances that
someone bought burgers, they also bought rolls but the opposite is not
true. Only 66% of transactions where someone bought rolls, did they also
buy a burger.
This is the concept behind the Apriori algorithm. It works out the
association between two input variables.
As you can imagine, this would be really useful in a retail setting. If you
know which items are often purchased together, you can co locate them
within the store; so that buyers don’t forget to pick them up.
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Let’s talk terminology:
Support: how frequently the item occurs. I.e., if you have 1,000
transactions and bread appears in 50, then the support is 0.05. This is a
threshold we can set on our algorithm; at what % of sales does it make
that product significant enough to ‘care’.
Confidence: is the probability of Y given X. So, how likely is it that, if a
customer has purchased bread, they will also purchase butter?
Lift: is important. If Y is just as popular as X, it will inherently appear in a
basket including X frequently. Lift refers to the increase in the ratio of
sales of Y when X is sold. So, if lift is 4.0; Y is four times more likely to be
purchased, if X has also been purchased.
A lift ratio larger than 1, indicates that item Y is likely to be bought if item X
is bought. A lift ratio less than 1 indicates that item Y is unlikely to be
bought if item X is bought.
If we have a lift of exactly 1; it implies that the probability of occurrence of
X and Y are independent of one another. Hence, there is no association
between those two items.
Leverage: the probability of X and Y occurring together vs the product of
their independent probabilities. If the probability of X and Y occurring
together is greater than the independent probabilities; leverage will be
greater than zero and the inverse is true. Leverage is zero when the
values are statistically independent.
Conviction: high conviction means that the consequent is highly
dependent on the antecedent; an independent conviction is 1.
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Let’s look at a practical implementation of this. First, we import our data;
using encoding to give us 1/0 values and to also convert the dataset to
look like the below – where each transaction has a one or zero depending
on which product has been purchased:

import pandas as pd
from mlxtend.frequent_patterns import apriori
from mlxtend.frequent_patterns import
association_rules
from mlxtend.preprocessing import
TransactionEncoder
df =
pd.read_csv('/home/Datasets/retail_dataset.csv')
df1 = pd.get_dummies(df, prefix='',
prefix_sep='').max(axis=1, level=0)
df1.to_csv('/home/Datasets/retail_out.csv')

Next, we implement the algorithm; where min_support is how frequently
an item appears (e.g. 0.1 would mean to consider all items which appear
in at least 10% of transactions).
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freq_items = apriori(df1, min_support=0.1,
use_colnames=True)
rules = association_rules(freq_items,
metric="confidence", min_threshold=0.1)

OK, let’s look at the sample output; in the below antecedents are those
items already in the basket and consequents are those items which could
land in the basket. In row 1, we are saying, if someone has purchased
bread, what is the likelihood they will also purchase a bagel.
In this example dataset, 50.4% of all transactions contain bread and 42%
of all transactions include bagels. These are defined as the antecedent
and consequent support.
Then, we look at how frequently these things occur together. Here, it
seems that 27.9% of transactions include both bread and bagels.
Now, we look at the confidence – the probability that someone will by a
bagel, given that they have also purchased bread is 55.3%; but when
taking into account the popularity of both products independently, we get a
lift of 1.30.
Lift refers to the increase in the ratio of sales of Y when X is sold. So, if lift
is 4.0; Y is four times more likely to be purchased, if X has also been
purchased. In our example of the antecedents of bread and the
consequents of bagel, we can see the lift is 1.3, which shows a
relationship between X and Y.
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K-Means Clustering
What is it?
Essentially, this model looks at the data and tries to find clusters of
information. If we think about customer recommendations, you may see
‘other customers like you also liked…’ and often this is driven by a
clustering algorithm, where it looks at many data points it holds about you
and finds another cluster or group of customers that are similar.
Thinking about Netflix, they would train their model based on their entire
customer population to produce the clustering logic then, when you then
sign up, Netflix starts to collect data about you (what you’ve watched;
whether you also play kids shows frequently (suggesting you have
children); your age; gender and more); and once they have enough
information about you, they’ll place you into one of those clusters. Hence,
over time, your recommendations will become more relevant.
Model intuition
Okay, so why is it called K-Means, what’s K? In this case K is the number
of clusters that the model should output. How do we define K? Well, often
you can decide what value K should be by looking at the data visually.
Let’s look at an overly simplified example:
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Here, we can say we have 3 clusters of customers. We can see that
immediately, but machines can’t. So they need to run the k-means
algorithm. What happens here is, it places 3 centroids onto the plot. Like
below:

The distance between each datapoint and each centroid is measured. The
closest centroid is assigned. We then recalculate the centroid value (the
sum of all values belonging to centroid / number of values). This means
the centroid will now be in the middle of the cluster; it then has a kind of
decision boundary, where all values within that boundary belong to that
cluster.
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Random Forests
What is it?
A random forest is a grouping of decision trees. Data is run through each
tree within a forest and provides a classification. It’s important that we do
this, because, while decision trees are great & easy to read, they’re
inaccurate. They’re good with their training data, but aren’t flexible enough
to accurately predict outcomes for new data.
Model intuition
Each tree works on predicting the same thing, but it does so with different
bootstrapped datasets. Because we build lots of different trees from
different sample data, it’s much more likely that we capture all
eventualities.
What is a bootstrapped data set?
A bootstrapped dataset is a method of sampling. It’s taking a small sample
of the dataset. So, let’s say we have a dataset: 55, 31, 42, 88, 12, 44, 19,
91.
Here, we would randomly draw a few numbers (55, 12 and 91), you’ll
repeat this process N times, depending on the size of the original dataset.
Because these numbers are selected & not removed from the original
dataset, it is possible that the same numbers can be randomly selected
several times & that you’ll have duplicates in your bootstrapped sample.
That’s OK.
We don’t want to run the random draw so many times that we capture all
rows of our dataset – we need some out-of-bag samples. We use these to
validate our random forest, without this we would have no data to test our
forest with, that the forest had not already seen before.
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How many trees do I need?
Generally speaking, the more trees we have in our forest, the more
accurate our model will be. That said, there is a trade-off with computation
times. We need to use the accuracy of our out-of-bag samples to
determine the number of required trees. You can make the choice
between running a few trees with relatively large sample data versus lots
of trees with smaller sample data, based on the accuracy of the model in
both scenarios.
How do we know what the prediction is if each tree can provide a different
output?
Once each tree has provided a classification, we select the classification
with the most votes as being correct. So imagine, we run our loan
application through our 3 tree forest.
●
●
●

Tree 1 = Approved
Tree 2 = Rejected
Tree 3 = Approved

We sum up the total number of approved / rejected that are provided
across all the trees & the majority wins. So, in this case, the loan would be
approved.
How do we test our forest model?
We can then test our model using our out-of-bag samples. The accuracy
of the model can be determined by the proportion of out-of-bag samples
that were correctly classified. In the above example – if the correct result
was approved & one of the 3 trees was wrong, we have 67% accuracy.
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Example implementation

#Import libraries
from sklearn.ensemble import RandomForestClassifier
from sklearn.model_selection import
train_test_split
from sklearn import metrics
from sklearn.metrics import classification_report,
confusion_matrix
from sklearn.metrics import accuracy_score
#Split data into test and training set
train_features, test_features, train_labels,
test_labels = train_test_split(df, output,
test_size = 0.2, random_state = 42)
#define model & fit training data
model = RandomForestClassifier(n_estimators = 20)
model.fit(train_features, train_labels)
#make predictions on test data
predictions = model.predict(test_features)
#print accuracy score, classification report and
confusion matrix
print ("Accuracy",
accuracy_score(test_labels,predictions))
print(classification_report(test_labels,predictions
))
print(confusion_matrix(test_labels, predictions))
accuracy_score(test_labels,predictions)
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Isolation Forest
What is it?
Detecting outliers in highly dimensional data is hard. There are so many
observations across a large number of dimensions; so plotting it is often
not possible and if you can plot it, interpreting it with the naked eye is
extremely challenging.
Before we get into how we may identify the outliers using an isolation
forest, first, let’s consider use-cases for doing so. In other words, why
would we want to identify the outliers in a dataset?
Well, consider the case of Mastercard or Visa – they have billions of
transactions running through their infrastructure every day and being able
to identify the very small percentage of those that are fraudulent quickly,
can save a significant amount of money.
Model intuition
Here then is the use-case for an isolation forest. It’s an unsupervised
learning algorithm which seeks to find those transactions that are
fraudulent, by identifying them as outliers. It does this by partitioning (or
splitting) your data randomly within the minimum and maximum value
bounds of your features. The idea is to isolate the anomaly. Let’s look at
an example.
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In the above (left), we have quite an obvious outlier. Let’s see how we
might isolate it. First, we will make a random split of the data (centre) and
you can see that it hasn’t isolated the datapoint. So we try again and
make another split (right) – this time, we have isolated our anomaly.
The idea of the algorithm is to isolate the anomalies by creating decision
trees over the randomly selected attributes. The anomaly score is based
on the depth of the path, because fewer instances (anomalies) result in
smaller partitions. Imagine a decision tree on age: Age > 200 — YES/NO.
Here, the YES would be very sparsely populated and will be comprised of
outliers, because nobody lives for more than 200 years.
The idea is that the really distinguishable values in a dataset are going to
split into their own partitions early on in the partitioning process. If we had
a gender field (Male | Female | Boat), the likelihood is, this very different
and unexpected value will appear on its own very short path within the
tree.
We can demonstrate this – in the above, we have identified the anomaly
in 2 splits (2 partitions). Whereas, if we decided that the below green point
was an anomaly, it would take a lot more splits to isolate it – it’s an
absolute minimum of 4 splits but as the splits are done at random, it’s
likely to be significantly more, as shown below.
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The number of splits determines the level of isolation and generates the
anomaly score. We note the anomaly score for each datapoint, suggesting
the likelihood that a datapoint is an anomaly. The function then gathers
the top n points and declares them as anomalies.
We can sample our data to train the algorithm to reduce the computational
overhead. Depending on how noisy your data is, you will need a
bigger/smaller sample – that will be very much dependent on your
dataset.
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10:
Machine Learning
Model Accuracy
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Measure Model Accuracy
Classification Accuracy
Classification Accuracy is a simple method to determine the accuracy of a
model. It’s simply: count of correct predictions / total predictions. This
particular approach is great if we have a reasonable split in our outcomes.
However, if we had a churn dataset, where 95 percent of users in the
dataset churned and 5 percent did not; we may have a problem. Imagine if
our model was correct for all of the ‘YES’ class but 0% accurate for the no
class. Your model would show a very high accuracy rating, but it would be
very inaccurate. In medical or financial cases where misclassification is
critical or even life threatening, we need to use other methods to validate
our model; so this method does not always tell you the full story.
The formula is: (true positive + true negative) / (true positive + false
positive + true negative + false negative).

Confusion Matrix
If we want to understand a little more about the model score & the types of
errors being made, we can use a confusion matrix. We have 4 fields in a
confusion matrix:
●

True Positives (top left): where the model predicted yes & the
model was correct

●

True Negatives (bottom right): where the model predicted no and
the model was correct
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●

False Positives (top right): where the model predicted yes and the
model was incorrect

●

False Negatives (bottom right): where the model predicted no and
the model was incorrect

You may ask, ‘we know that the model is 76% accurate; why do we care?’
– well, this information is useful as it lets us know what your model is
getting wrong and we can compare that against other models & choose
the right one. For example, if we have a logistic regression model to
predict the likelihood of having diabetes which had the below confusion
matrix, we can see that it’s making a lot of false positives:

The below random forest, built on the same data has the same number of
incorrect predictions. But in this case, it is more likely to predict that
someone does not have diabetes, when in fact, they do.

As a data scientist; we need to decide which is preferable. Is it better to
flag more people as being at risk of Diabetes when they are not; or vice
versa?
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Note that rows correspond to the predicted output & the columns
correspond to the known truth. You can see, when the model predicted
that the individual has diabetes and they did have diabetes, we have a
value of 92. This is a true positive. Note: the number of columns in a
confusion matrix is determined by the number of things we are trying to
predict. If we had: Has Diabetes; Does Not Have Diabetes or Might Have
Diabetes; we would have an additional column and an additional row in
our matrix.

Confusion Matrix Terminology
Precision is simply the number of positives divided by the total number of
positive instances. The formula is (true positives) / (true positives + false
positives). In other words, of all the things you predicted to be positive,
how many really were?
Recall is the number of predictions which you accurately determined to be
positive, compared with the total number of actual positive datapoints. The
formula is (true positives)/(true positives + false negatives).
Specificity is the percentage of negative predictions compared to the total
number of actual negative predictions. The formula is (true negatives) /
(true negatives + false positives).

ROC Curves & AUC
The ROC Curve & the Area Under Curve (AUC) is used for binary
classification problems. The ROC curve chart looks at the True Positive
Rate vs the False Positive Rate. Ideally, you want to reduce the number of
false positives as much as possible so the closest point to the very top left
of the graph is the best model parameter to choose.
156

To compute the points of the ROC curve, we would run the model using
different classification thresholds. That is, the cut off point between YES
and NO. We do this because, when we have a binary classifier, we’re
calculating the probability of belonging to class one or class two. The
threshold of 0.5; where anything above that is YES and anything below is
NO, does not always provide the best results. Hence the ROC curve
enables us to identify the threshold where the true positive rate is as high
as possible while the false positive rate is as low as possible and hence
misclassified predictions are low.
As you can see in the above chart, we can compare two models.
Generally, the model closest to the top left part of the chart is the best. We
can look at model accuracy using the AUC (Area Under Chart) measure.
An AUC of 1.0 means that 100% of the predictions made are accurate
157

while an AUC of 0.0 would mean all the predictions were incorrect. The
higher the AUC is, the better the model is at predicting accurately.
So in short, ROC curves help us find the best model threshold, while the
AUC helps us measure the models predictive power.
Terminology:
The True Positive Rate (also known as sensitivity) is the proportion of
positive points which were correctly determined as positive. So, that’s the
True Positive / True Positive + False Negative. False Negative points
SHOULD have been predicted as Positive, so the total number of positive
points in the dataset is the sum of true positive and false negative.
The False Positive rate (also known as specificity) is exactly the opposite.
It’s the proportion of negative points which were correctly determined as
negative (True Negative / True Negative + False Positive).

Mean Absolute Error (MAE)
This simply takes the difference between the predicted value and the
actual value for every prediction and takes an average of the result.
However, to avoid values cancelling one another out, it takes the absolute
value (which means, it makes all the values positive).
Let’s consider an example. In the below, we have made three predictions.
One is 1 higher than the actual value; one is 1 lower than the actual and
the final prediction is 100% accurate. If we average these, we get a mean
of zero. This does not describe the actual model performance.
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Prediction

Actual

Difference

1

0

+1

0

1

-1

1

1

0
MEAN 0

To get around this, we take the absolute values; now the mean is 0.666,
which reflects the not perfect nature of the model, which he above did not.
Prediction

Actual

Difference

Absolute

1

0

+1

1

0

1

-1

1

1

1

0

0

MEAN 0

0.666

Root Mean Square Error (RMSE)
Very similarly to MAE, we take the difference between the actual and the
forecast values. The formula is sqrt(avg(power(actual-forecast))). I have
demonstrated this below. We:
-

Calculate the difference between predicted and actual values
Square those values
Take an average of the squared values
Square root the result
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Prediction

Actual

Difference

Squared

1

-3

+4

16

0

1

-1

1

1

1

0

0
MEAN 5.666
Square Root 2.38

By squaring the differences between the actual and predicted value, we
add additional ‘weight’ to the larger errors - effectively punishing the larger
errors; giving a worse overall model score. Below is the MAE for the same
data.
Prediction

Actual

Difference

Absolute

1

-3

+4

4

0

1

-1

1

1

1

0

0
MEAN 1.6666

Mean Absolute Percentage Error (MAPE)
With MAE and RMSE we sometimes run into issues around interpreting
the results. If you have a RMSE of 54, is that bad? Well, if you are trying
to predict something where the value was 60, then yes, being wrong by 54
points, is quite bad; but if you were predicting something where the actual
value was 500,000,000; then being wrong by 54 on average is excellent.
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For this reason we can use the percentage error; which gives us an output
relative to the prediction, rather than an unscaled number.
The formula to calculate this is below. Let’s have a look at this in practice.
avg(abs(actual-forecast)/abs(actual))*100.
In the below, we can see that the average % inaccuracy is 55.55%, which
is pretty bad!
Prediction

Actual

Difference

%

1

-3

+4

(4/3)*100 =
133.33

2

3

1

33.33%

1

1

0

0
MEAN 55.55%

Cross Validation
Let’s say we have the below dataset. It’s a list of patients, with some
health KPI’s and a boolean field which says whether they have diabetes or
not. If you had thousands of patients, you would probably find some
trends in this data which would allow you to predict if someone had
diabetes, based on their health KPI’s, without needing to actually
administer a test.
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The idea being, we train our model using the above data & when a new
patient record arrives we can use that model to predict if they have
diabetes.
When we test our model, it’s quite common to split our data (75% for
training and 25% for testing). But, how do we know if that’s a good way to
divide the data? Will that capture enough of the nuances of the data to
make an accurate model? The truth is, we don’t know.
Cross Validation splits our data into X number of blocks. In four-fold cross
validation, the data would be split into four chunks. It then runs 4 times
across the whole dataset, changing which chunk is a test chunk and which
is a training chunk (like below).
10 fold cross validation is the most common level to go to but four was
simpler to demonstrate in a table above.

Now, imagine with this diabetes problem, you didn’t know whether to use
a logistic regression model; a k-nearest neighbors model or a random
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forest model. If you were to run cross validation on each model, you’d be
able to determine which would give you the best overall accuracy. So,
cross validation can help you to determine the best model to go with.
Implementing cross validation in Python is pretty simple, just as below.

From sklearn.model_selection import
cross_val_score
#k-fold requires an unfitted model
Model = LogisticRegression()
#Run model 3 times (cv) and print the scores for
each
scores = cross_val_score(model, x, y.ravel(),
cv=3)
#calculate the mean and standard deviation for
each score
scores.mean(), scores.std()

Tuning our models
Tuning our machine learning model is of course critical to its accuracy.
There are two methods for tuning models: tuning the data and tuning the
parameters.
We ‘tune’ the data to clean it up, select the right features and make sure
we don’t have a class imbalance – because afterall, if you pump garbage
into the model, you can’t expect anything other than garbage to come out
the other side. We will discuss this in detail below.
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We tune the hyper parameters to ensure your model is configured to run
in the most accurate manner given your specific dataset and the goals you
hope to achieve from it.

Handling Class Imbalance
A class imbalance in machine learning is where our targets are well,
unbalanced. If we were trying to determine a binary outcome to a classifier
with 1,000 input datapoints, of which 895 were 1 and the remainder were
0, we would have an imbalance.
First off, why is this an issue? Well imagine you’re a bank and you are
trying to determine whether a transaction is fraudulent. You have a sample
of 1,000,000 transactions. Of those, 950 are fraudulent and the rest are
not.
In machine learning, we generally find that models produce poor
classifiers when faced with an imbalance dataset. In this example, even if
our classifier always returned a result of ‘not fraudulent’, it would be
correct more than 99% of the time. This kind of naive result is as a direct
result of your imbalanced dataset. Because after all, your model requires
data to learn and because there is such class imbalance, there is a
minority class which the model fails to recognise.
We can use our confusion matrices to help us understand whether we’re
getting a large number of false readings.
We can work around this imbalance by making our sample intentionally
biased. Instead of the last 1,000,000 transactions, we could rather force
50% of our transactions to be fraudulent and 50% to be legitimate. This
would remove the minority class issue & give us a balanced dataset. This
is a bit messy.
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A more elegant solution is to over or under sample our dataset.
Oversampling is where we artificially inflate the number of minority classes
by duplicating them – increasing their relative performance and
undersampling is the process of removing some of the majority class. We
can use SMOTE or ADASYN to artificially synthesize our classes.
We can also weight our classes, providing a higher weight to the minority
class and a lower weight to the majority class to help us fix the skew in our
dataset.
You’ve made a model & it’s getting 56% accuracy and you want to know
why. This is the optimal time to check your confusion matrix to see which
problems the algorithm is getting wrong. Is it always failing on a particular
class?

Watch out for data leakage
Data leakage is where we accidentally share data between the test and
training sets; so,that our predictions are more accurate than they will ever
be in the real world. If you’ve run your model against your test dataset and
have a 99% accuracy, you probably have data leakage. Maybe you don’t,
but you probably do.
1. Normalizing our data at the right time
Let’s consider our normalization of data. Normalization makes the mean
and standard deviation of the field ‘normal’. If you do this before splitting
your data, you will be leaking information into the model, as it will be able
to ‘fill in the gaps’.
Similarly, if you’re going to use cross validation to tune your hyper
parameters, you should do this before normalizing your data because
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cross validation further divides your dataset into smaller subsets & hence,
it’s just the same as above; you’re telling it the answer.
2. Removing Duplication
This is obvious, right? If you have duplicated data between your test and
training datasets, you will be giving the model the correct answer – and
duplication can come in two forms: exact duplication of the entire record or
duplication in certain fields.
If you were an email spammer for example, the text of your record would
be the same across thousands of records, but you probably put Dear XXX
at the top, where the name of the person changes and the timestamp of
the record would be different. In this instance, we can use a fuzzy match
to determine if it is really a duplicate.
3. Splitting data at the right time
You should split your dataset before any of your preprocessing steps &
run those steps independently on the two portions of the split dataset to
remove the risk of leakage as much as possible.
The best thing to do is to leave your test split untouched until the very end
to validate your model with a dataset which has the smallest possible risk
of being leaked.
4. Choose features wisely
We have the risk of one variable in the dataset being tied to the outcome
and not being available when data was collected.
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For example, if we have lots of data about someone and we are trying to
predict whether they are diabetic & there is a ‘prescribed_insulin’ feature.
Well, if they are diabetic, they will have insulin, if they aren’t, they won’t.
Hence, this feature is actually tied to the output and will give us near
perfect results,
In the real world, when we are trying to predict whether someone is
diabetic or not, we will not have information on what they have been
prescribed. This is an example of using data from the future to try and
predict the past. Hence, we should remove this feature.
Another example would be predicting annual salary given education
levels, background, age etc.. If in the dataset, you have a monthly salary
field, you’re essentially giving the model a relationship between monthly &
yearly salary, hence it will be very accurate.
5. Conduct some serious data exploration

It’s up to us as data scientists to find the really strong links between
our input features and the target. Understanding the data on a very
deep level will give us a good idea of where leakage may occur.

Tune your hyperparameters
A hyper parameter is a model parameter which is set before the model
begins learning and is tuneable to improve model performance. Think of a
hyper parameter like your road car. When you go to the fuel station, you
can choose from Unleaded or SUPER Unleaded.
This is a parameter which you can change about your car, which may lead
to improved performance. You can set the parameter to be Unleaded or
SUPER Unleaded before you start driving your car. In the same way, we
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can set our hyper parameters before our model starts learning to help it
learn better.
Hyperparameter tuning can be quite the task. It can be heavily manual
and rely on gut feel as to what the value for that parameter should roughly
be. If we did it in a completely manual way, I imagine that depression rates
in data scientists would go through the roof but luckily, we have
GridSearch.
GridSearch
GridSearch is an exhaustive search which runs through each of the hyper
parameters you define in the Python Dictionary and prints the best config
for you.
Let’s go through the below block of code. Here, I am defining a random
forest classification model. In the parameter grid, I’ve set some values
(e.g. n_estimators; max_depth and bootstrap. I’ve defined some of them
below, you can find out more on the SciKit Learn website
Random Forest Parameters
1. N_estimators is the number of trees you want to include in your
forest. The trees essentially vote & the majority wins. The higher
number of trees gives you better model performance, but it can be
very slow. The key is to take the maximum number of trees that
your processor can handle as it makes your predictions more
accurate and more stable when released into the wild.
2. Max features covers the max number of features that a random
forest is allowed to try in a single decision tree. Increasing the max
number of features usually (but not always) improves model
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accuracy but slows down model performance. Here are the
options:
3. Auto/None – This will take all the features it can possibly put in the
tree
4. Sqrt – will take the square root of the total number of features for
each individual tree. E.g. 100 features, would be 10 features per
tree
5. 0.2 – this takes 20% of features for each tree.
6. Min leaf size: The leaf is the end node of the decision tree. The
smaller leaf makes the tree more prone to capturing noise in
training data & overfitting. Keeping the leaf min size at around 50
observations should help remove some of the overfitting.
7. Bootstrap is all about the sampling methodology. If we are working
with a sample of the population as our training dataset (almost
always), bootstrapping is the notion of repeatedly sampling that
dataset. But, instead of removing the sample from the training
dataset, bootstrapping puts it back, so it’s possible some of the
same data points will appear in multiple samples. This means, the
same sub samples may be used, leading to slightly different
distributions of data & a more representative sampling strategy.
Defining grid search
Here are some bits of information around the grid search.
●

Estimator is the model, which as we defined it to be a random
forest classifier
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●

The list of parameters that grid search will run through is defined in
the param_grid dictionary

●

cv stands for cross-validation, which I covered in detail here.
Essentially, how many blocks do you want to split your data into to
find the best estimate

●

n_jobs defines how many jobs can run in parallel. Setting this to -1
means that it should use all processors.

Param_grid = {
‘Bootstrap’: [True],
‘Max_depth’: [80,90,100,110],
‘max_features’: [2,3],
‘min_samples_leaf’: [3,4,5],
‘min_samples_split’: [8,10,12],
‘n_estimators’:[100,200,300,1000]
}
#create model
Model = RandomForestClassifier()
#start grid search model
Best = GridSearchCV(estimator = model, param_grid
= param_grid, cv = 32, n_jobs = -1, verbose = 2)
#Fit data to your model to run grid search
best.fit(x,y.ravel())
best.score(x,y.ravel())
So, now we have defined what the grid search will loop through, we set it
going by calling .fit and .score, which will output the best score of all the
grid search attempts.
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RandomizedSearch
The thing is…. grid search is really, really slow, because it searches for
absolutely everything. Of course, by searching all of the parameters, you
can be sure that you’re getting the most accurate model, but sometimes
that is extremely exhaustive.
To get around this, we can use RandomizedSearch. It follows exactly the
same config as grid search, but instead of searching absolutely
everything, it randomly samples your parameter list. You define the
number of samples it takes with the n_iter variable.

Section Summary
In this section we’ve discussed a number of key things related to data
science. This should give you a good understanding of the kind of things
data scientists work on and the complexities of the data science workflow.
The next step is to get hands on with real world problems to improve your
knowledge and skills.
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11:
Time series
Forecasting
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The basics of Timeseries Analysis
The purpose of time series analysis is to analyse time series data and
extrapolate the patterns you identify into the future, enabling us to make
predictions.
It’s important to understand when we can use timeseries analysis. If the
timeseries has a clear pattern, trend and seasonality then you can
accurately model a forecast. If a dataset has a great deal of randomness
and high variance, then we will be unable to forecast accurately – hence
why nobody has stock price forecasting down to an art yet – it’s just too
random.
Of course, when we come to try to make a forecast, we need to consider
whether we have enough historic data to work from; whether there is a
clear pattern and importantly, we need to consider whether the pattern in
the data changes over time – if it does, we can use exponential smoothing
where we put more weights on more recent dates; to take into account
current patterns.
When we’re working on a timeseries project, we need to be pragmatic
about the kind of forecasting we can achieve. The further into the future
the forecast goes, the more inaccurate it is; so we don’t want to
overburden ourselves by trying to generate a 5 year forecast.
The data:
When we consider our dataset, we have two things to consider:
Is it a regular or irregular timeseries? Regular timeseries have a specific
interval – e.g. we may get one observation per day. An irregular timeseries
is more sporadic and we get observations every so often. It’s much harder
to forecast an irregular timeseries.
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Are we conducting univariate or multivariate analysis? In other words, how
many columns are we passing into the model to predict. If we simply have
DATE & VALUE, we have univariate analysis.
We have a concept called stationarity – whereby, we need a dataset to
be stationary to be able to run accurate predictions on it. A stationary
dataset has the same statistical properties throughout the timeseries – the
variance, mean and autocorrelation (discussed below), will be the same,
whatever window of time you choose.
Now, if we think about the below dataset, it’s already stationary – we can
tell by looking at it that the variance is consistent throughout the model,
there is no upward or downward trend, there is no seasonality.

174

Whereas, the below timeseries data clearly does not possess any of those
attributes. There is an incredibly strong trend, the mean is clearly not the
same in a window spanning 0 to 4 as it is spanning 6 to 10.

We can handle shifts in the mean quite nicely. We use a concept called
differencing, which, rather than using the raw values, simply takes the
difference between Y and Y-1 (i.e. the difference between the current data
point and the previous one). When we consider seasonal data, it would
rather take the same point from the same season last year, so we are
comparing the change from this year to last year.
We can handle the shift in variance using the ARCH/GARCH models,
however, this is not always necessary as most models only model the
mean & hence we don’t always have to worry about variance.
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There is of course a statistical way to determine whether we have a
stationary dataset or not. We use the Dickey-Fuller Test, which tests for
stationarity for us. If the P value it returns is less than 0.05 then your
dataset is stationary.

from statsmodels.tsa.stattools import adfuller
x = [0,1,3,5,7,9,6,60, 77, 65, 77]
df_test = adfuller(x, autolag = "AIC")

We get the below output. The important thing to note here is the second
item within the tuple. 0.99. This is the P-Value and as you can see, it’s not
below 0.05, hence we do not have a stationary dataset. No surprise, as
this was the graph above with the aggressive trend.

(1.976194812493461,
0.9986412088826317,
3,
7,
{'1%': -4.9386902332361515,
'5%': -3.477582857142857,
'10%': -2.8438679591836733},
62.42045333867975)

Autocorrelation is another important term to get our heads around.
Essentially, here, we are correlating our data against itself, with some
amount of shift; to determine whether early observations influence later
observations. Trend and seasonality are autocorrelation examples. With
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an upward trend, there is a good chance that T is higher than T-1 and July
2019 will be a good indicator of weather in July 2020.
The autocorrelation function: which looks at T and compares it to T-1.
Then, compares T to T-2, etc… The idea is to understand how correlated
T is with each previous point in the dataset – did any of those points
influence T. This approach means we will pick up seasonal trends, where
July last year is very indicative of weather in July this year.

If we look at an ACF chart and see it tailing off towards the end (smaller
spikes), it indicates that the further away you get from the original
datapoint, the less the correlation between the data. If you imagine,
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comparing January 01 to January 10, you will probably find a strong link; if
you compare July 15 to January 01, you won’t find any correlation there.
If we look at an example above, we can see some clear seasonality – as it
does seem that historic datapoints can influence future ones & they seem
to be spaced seasonally. Note: Anything outside of the blue area is
statistically significant.

Timeseries Terminology Explained
Timeseries analysis is incredibly powerful but can get quite confusing.
There is a lot of terminology which we need to understand before we can
really progress with making a forecast. Ultimately, timeseries analysis is
all about analyzing and forecasting data that is indexed in equally spaced
increments of time; i.e. minutes, seconds, days, weeks, months, etc…

Not all timeseries are created equal; some have a seasonal impact and
some have trends built into the data. We need to account for seasonality
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and trends by making the data stationary. Above, we have an example of
a trending dataset. Below, we have an example of a seasonal dataset.
You can see clear seasonality, as each weekend sees a spike in the
dataset.

Making Timeseries Stationary
In order to make a timeseries stationary, we need to remove the effects of
seasonality and trends from the dataset. We do this with a concept called
differencing. This is where we take the difference between consecutive
observations. Let’s look at an example.

179

In the left chart below below, you can see our dataset. There is a strong,
consistent trend upwards. We need to remove this trend using
differencing. You can see the result of doing this in the right hand chart.

Sometimes, it’s not so clear as to whether your dataset is stationary. We
can use the Dickey Fuller test in this instance, which tests for stationarity
for us. If the P value it returns is less than 0.05 then your dataset is
stationary. In the below output, the second item is the P-Value. You can
see it’s 0.99, which is not below 0.05, hence, it is not a stationary dataset.
This has been show in the previous section.
Model Selection
Now we have come to the point of deciding what model we’re going to use
for our prediction. We have a number of choices here:
We could go for a completely naive model. Where we forecast that the
future values of Y are equal to the current value of Y. As below, all the
predicted values are within the red box, and are all equal to Y. Here, we
are saying that the most likely value for Y tomorrow, is equal to the value
of Y today. Of course, with the trend we see in our data, this is unlikely.
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We could also look at an averaged model. This is where we give all
observations in the forecast equal weight & average them all. If there is a
trend or seasonality, this is a totally rubbish approach, as you can see
below but if your data is quite flat, it may not be too bad.
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When we have seasonality or trends in our data, we can use exponential
smoothing. Here, the most recent observation is given most weight and
the weight of all previous observations decrease exponentially into the
past. The idea of exponential smoothing is to assume that the future
values will be similar to those of the recent past.
The exponential smoothing models are favorable when compared to a
simple moving average model, but they cannot project trends; unless we
implement double or triple exponential smoothing (called the Holt-Winters
model).
In the simple model, we adjust alpha to control the weight of historic
observations in the model. Double exponential smoothing introduces a
trend component to the model, this supports trends as being additive (for
linear trends) or multiplicative (for exponential trends). It also supports the
ability to dampen trends over time – we use this when a trend continuing
as it has historically is unrealistic. The hyperparameters we can tune with
our double exponential smoothing model are:
●
●
●
●

Alpha: the smoothing factor
Beta: the smoothing factor for the trend
Type: additive (linear) or multiplicative (exponential) trend type
Dampening type: additive (linear) or multiplicative (exponential)
dampening

Triple exponential smoothing brings a new hyperparameter to account for
seasonality. We call this Gamma. This controls the seasonal component
for us. In addition to the above, we have further hyperparameters to play
with:
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●
●

Seasonality type: Additive or multiplicative
Period: how many time steps in a seasonal period (e.g. in our
weekly seasonality example above, it’s 7 time steps in each
season).

Finally, let’s talk about ARIMA models. We use these if we want to capture
the effects of autocorrelation. This is where early observations influence
later observations. Trend and seasonality are autocorrelation examples.
With an upward trend, there is a good chance that T is higher than T-1
and July 2019 will be a good indicator of weather in July 2020.

Seasonal Decomposition
Timeseries Decomposition is a mathematical procedure which allows us to
transform our single timeseries into multiple series. These help us to
extract seasonality information and trends easily.
We need to understand the difference between additive and multiplicative
seasonality. Essentially, additive means, the seasonal variation is
constant. It doesn’t really change as the timeseries value increases,
whereas, multiplicative timeseries has an growth in the seasonal
fluctuations too.
If you look at the below terribly drawn charts (sorry), you can see a
demonstration of this. To the left, we see a seasonal dataset with an
upward trend. But note that the dotted red lines maintain a consistent
distance apart throughout. This is because the magnitude of the seasonal
spikes have not changed as the trend goes upward. This is therefore an
additive seasonal timeseries.
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To the right, we see the opposite. Yes, there is a similar upward trend to
the dataset, but the seasonal variation is much stronger & hence the
dotted lines get further and further apart as the dataset goes on. This is an
example of a multiplicative seasonal timeseries.

ARIMA Models in Depth
AR Model: First, the AR piece. This stands for auto regressive. As we
know, regression is where we predict a value Y based on X. In the
auto-regressive model, the X is the past value of Y. So, we are trying to
predict Y based on the historic values of Y (e.g. predict the value of Y
today, based on yesterday’s value of Y).
The idea is, if we provide the historic data, we can identify patterns;
including seasonality and trends, which will make our forecasting stronger.
Let’s say we’re trying to predict the sales of coconuts in the coming
months, to ensure we have the correct amount of inventory to fulfill our
orders. Here, we are trying to predict Ct (where c stands for coconut and t
= time) based on Ct-1, Ct-2, Ct-3 etc.. where the number after t relates to
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the number of lags we’re looking at. I.e. t-1 would be yesterday in a daily
time series plot.
We should be careful here, using all historic data can lead to overfitting of
our model, we only want to use the lags which are statistically significant –
i.e. the lags which do influence the current prediction. Here, we will
introduce the PACF (Partial Autocorrelation Function) plot.
Below, I have mocked up this plot. The way the PACF works is, the
number of lags are along the X axis & the correlation is on the Y. Anything
outside of the shaded area is considered statistically significant. Hence,
only lags 1, 4, 5, 7, 11, 12 and 13 influence today's value.

The PACF looks at the influence of each lag on t, ignoring the influence of
other points – it’s the direct effect of t-3 for example with t. With a ACF
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plot, which we will discuss a bit later, this is not the case, an ACF plot
takes into account the influence of t-3, t-2 and t-1 on t this would show you
the indirect effect of t-3 on t.

The hyperparameter which we tune with the AR model is called P. The P
variable is called the order. It refers to how many time periods apart we
should consider. If P = 1, we should consider lags that are one period
apart. If P = 2 or P = 3, it would relate to data points two or three periods
(lags) apart.
MA Model: An MA model is a moving average model. We adjust our
predictions for the current period, based on the error of previous periods.
In the below example we predicted 10 items would sell in time period one.
The actual number was 8, so we were wrong by negative two. We will
then adjust our prediction for next month by 0.5*Error (0.5 is the constant
we have chosen). So, we will adjust our prediction by -1. Hence, in time
period 2, we take the previous average of 10 and minus 50% of our error
(1), leaving us with a prediction of 9. This continues for each time period.
So it’s very similar to the AR model, except, instead of looking at previous
values of Y to make our prediction, we will look at the previous errors in
our predictions to make a prediction.
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An MA(1) model says that the target value Y is based on the previous
error – this parameter is called Q. How wrong you were yesterday should
predict how much you predict today. The first observation will be the
average in the series of data.
The PACF we saw earlier, relates to an AR model. The ACF relates to the
MA model. The PACF looks at the direct effect of a given lag on t. The
ACF looks at the effect of t-2 on t-1 and the effect of t-1 on t. It’s not the
direct correlation of t-2 on t, as a PACF would show.
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ARMA Models: The ARMA model uses P and Q as the input parameters
– we’ve discussed these above. ARMA(1,1) relates to ARMA(P,Q). We
look at both the number we needed last month to make the prediction as
we would with the auto regressive model, but we also look at the error
rates, as we do in the moving average model.
ARIMA Models: ARIMA stands for Autoregressive Integrated Moving
Average. We’ve seen all of these terms above, except for integrated. This
simply means, the number of times you need to difference your time
series data in order to achieve stationarity. I have discussed differencing
and stationarity here. We therefore have ARIMA(P,D,Q), where P is
derived from the autoregressive model; the Q is derived from the MA
model and the D refers to the number of times we need to difference our
data.
An ARIMA model is the same as an ARIMA model which does not require
differencing. Hence, ARIMA is useful where we have a trend which needs
to be removed. In other situations, we can use an ARMA model.
Where we have seasonality, we can use the SARIMA model. This adds
three new parameters, so it becomes SARIMA (p,d,q)(P,D,Q) – where the
second set of parameters describes the autoregressive, integration and
moving average orders for the seasonal component of the timeseries.
Where we have multiple input features, we can use the ARIMAX or
SARIMAX models. The X here stands for eXogenous – which essentially
means, it’s not a univariate prediction, multiple features can be taken into
account to predict t.
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12:
Deep Learning
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Deep Learning Introduction
A neural network is designed to mimic the way that the human brain
operates; allowing them to identify complex relationships in huge datasets.
An example neural network may look something like the below. We’ll talk
through each of these component parts.

As you can see, the neural network contains a bunch of interconnected
blocks. Those blocks are called nodes (or perceptrons – which are
artificial neurons (from Biology)). The first layer of nodes in a neural
network is called an input layer. After that, we will find one (or more)
hidden layers, followed by an output layer.
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Each node takes an input – which can be either from the raw datasource
itself or from a node in the previous layer of the network. Once the data
(or signal) is received by the node, it performs a calculation; the output of
which is passed to other nodes, deeper in the neural network.
The pathway between nodes (or neurons) is called a synapse. As you can
see in the below, the red neuron has more than one synapse, from
different preceding nodes.

Each of these synapses has a weight assigned to it. The weight is
intended to differentiate the importance of each of the preceding nodes
(i.e. to make the input of one node carry more weight (or importance) than
another). These weights are tuned during model training.
The Neuron receives an input from a node in the previous layer; it adds
them all up (multiplied by its weight) and passes them to what we call an
activation function.
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In the example above, you can see the weights applied to the incoming
values. They then get passed to the activation function which will do some
computation on the data and pass it to the next neuron, deeper in the
neural network.
To summarize this part, before we move on:
1. A neural network is designed to mimic the way humans think to
provide the capability to find complex patterns in data
2. Neural networks are made up of nodes (also called neurons or
perceptrons)
3. Those nodes are connected via synapses
4. Synapses send a signal to the node with data & weights. The
neuron receives the signal and takes the weighted sum of the
signals
5. The weighted sum is then passed into an activation function, which
produces an output for the next neuron in the neural network.
Now, let’s talk about activation functions in some detail. The simplest type
of activation function (in my opinion) is the threshold function (also
referred to as TLU (Threshold Logic Unit)). This simply assesses whether
a value lies above or below a threshold. The output from this activation
function will be binary (1 or 0).
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Next, we have the sigmoid function – which is just like we see in a logistic
regression problem – we use it for classification & the output will again be
binary (1 or 0).

Image source: https://en.wikipedia.org/wiki/Sigmoid_function#/media/File:Logistic-curve.svg

The rectifier (ReLU) function is a very simple function too. It’s a simple
piece of logic – if the input data is <0 then it will return 0 else it will return
the input value. Mathematically, it looks something like MAX(0, x) where x
is the input value.
The Hyperbolic Tangent Function (tanh) simply takes the real value of the
input and forces it between the range of minus 1 to plus 1.
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We can use the below neural network to start thinking about how it all
works. Here, we have the simplest possible neural network – it has an
input layer & an output layer, with no hidden layers. This model will simply
take the weighted sum of the input variables (just like a linear regression)
and produce an output.
The output will simply be ((Age*Weight)+(Years Worked* Weight)+(Past
Salary * Weight)+(Years in industry * weight))

As I mentioned, this model does not have any hidden layers. The hidden
layers are super important – they’re the ones that have activation
functions & they’re the bits that make neural networks so powerful.
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Deep Learning Terminology
This section will be a little bit of a terminology dump – there are tons of
things we need to understand about the workings of neural networks
before we can hope to effectively implement them in our own work.
First of all, let’s talk about forward propagation and back propagation.
Forward propagation is the process of randomly assigning weights to the
input layer & using them to ‘guess’ the correct output. That output is then
checked for accuracy using a cost function. The output of that function will
be adjusted input layer weights; which will help to improve the model
accuracy – this is referred to as back propagation.

In the above diagram, you can see this in action. The model is randomly
assigned weights to the input layer; a weighted sum of those inputs (called
the net input function) is then taken & it’s passed into the activation
function which takes f(a,b,c) to produce output Y (the prediction/guess).
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We then compare that prediction with reality to determine the error. We try
to minimize that error by optimizing the input layer weights.
Biases are applied to the hidden layers of the neural network. The
purpose of the bias is to laterally shift the predicted function so that it
overlaps
the
original.

As we can see above, the predicted function has broadly the right
distribution – it’s just in the wrong part of the chart. The bias can be
applied to move that predicted distribution to overlay the original (true)
distribution.
Neural Networks are optimized using stochastic gradient descent. That is
an algorithm that estimates the error gradient for the model – we’re
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looking for the lowest point of that slope (or gradient), which will be the
smallest error rate.
Gradient descent is an iterative function. It moves bit by bit down the slope
to reach the lowest point in steps. Imagine the below example, we’re using
a step size of 2. That means, we’ll actually miss the lowest point of the
slope. However, we must make a trade off, because using a very small
step size can lead to excruciatingly long model training.

Now that we have adjusted weightings and bias, we’re ready to start
tuning the model. The key hyper parameter that we have at our disposal is
the learning rate. The learning rate determines the step size made. The
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smaller the step size, the closer you’re likely to get to the minimum error,
but the higher your computational demands.
Now, let’s talk about a couple of important model types.
First off, we have the simplest neural network – a perceptron. This
consists of some input data (with corresponding weights) and an
activation function.
This type of model would be used for binary classification problems,
where we have linearly separable classes. A perception with a single
neuron cannot be applied to non-linear problems.
The neuron in the perceptron has an activation function which imposes a
threshold (like ReLU or sigmoid) – giving a binary response of 1 or 0.

We then have a multi-layer perceptron which is much more complex and
capable and it solves the problem of perceptrons being unable to handle
nonlinear problems. It has dense fully connected layers of neurons and
bi-directional propagation (forward propagation & back propagation).
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With the multi-layer perceptron (MLP), data travels through several layers
of neurons (or nodes). Each neuron can use any activation function (not
just threshold like the perceptron).

Multi-layer perceptrons combine the inputs with their weightings to
generate a weighted sum. That weighted sum then passes through an
activation function. Each layer in the network passes the output of its
computation to the next layer to be acted upon. The flow passes through
each hidden layer of the neural network until it reaches the output layer.
Back propagation allows the model to effectively learn from its mistakes –
it adjusts the weights of the input variables to minimize the error.
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Multi-Layer Perceptron Deep Dive
In this section, we’ll look at a simple implementation of a multi-layer
perceptron neural network. It’s simple, because it’s using the SKLearn
library, which is not as flexible as other frameworks (e.g. Tensorflow). It is,
however, easy to understand & good for building a baseline of knowledge
around neural networks.
Key Hyperparameters
1. Hidden_layer_sizes is a tuple which defines how many nodes we
want at each layer of the neural network. For example (5, 4, 2)
would indicate three hidden layers, where the first has 5 nodes, the
second has 4 nodes and the final has 2 nodes. We can consider
that the optimal size of the hidden layer is somewhere between the
size of the input layer & output layer. If we have one hidden layer;
10 input and 4 output; then we can set the size of the hidden layer
to 7.
2. max_iter is the number of iterations we will consider during the run.
Each iteration is effectively one epoch (an epoch is the number of
passess through the entire training dataset the model will complete
while learning). For stochastic solvers (sgd or adam) this will be
the number of epochs, for other models it will be the number of
iterations.
3. activation defines the activation function we will use in the model.
The options are ‘identify’; ‘logistic’; ‘tanh’ and ‘relu’
1. For regression problems, we may wish to use ReLU (which
will give us a numerical value that is greater than zero); or
a linear function which has a range of minus infinity to plus
infinity
2. For a binary classification problem, we may look to use the
sigmoid/logistic function
200

3. For a multi-label classification problem, we could use the
sigmoid function with three output nodes – giving a value
between 0 and 1 – how likely it is to belong to that class
4. If we want to predict a single label outcome (e.g. the class
the user belongs to rather than likelihoods for multiple
classes), then we may want to use a softmax function (not
available in sklearn).
4. solver is the tool used for weight optimisation. The options are
‘lbfgs’, ‘sgd’, which is our stochastic gradient descent we
discussed previously or ‘adam’ which is a stochastic gradient
descent based optimiser.
5. If solver is set to ‘sgd’ (stochastic gradient descent) then we also
want to tune the learning_rate which defines the step size in our
gradient descent slope.
6. alpha is a regularization parameter. It combats overfitting by
constraining the size of the weights applied. Increasing alpha may
fix overfitting by allowing smaller weights. Decreasing alpha may
fix high bias (underfitting) but allowing larger weights.
7. Learning_rate_init – controls the step size when upgrading the
weights (only used in ‘sgd’ or ‘adam’)
8. Learning rate – only when the solver is ‘sgd’ can be set to a few
values. used in conjunction with learning_rate_init
1. Constant – refers to the value you have set in
learning_rate_init
2. Adaptive – uses the constant value, as long as the loss
continues to decrease. If 2 consecutive epochs fail,
learning rate will be divided by 5.~
9. Tol refers to the optimisation tolerance. If the loss does not
improve by at least the value defined in tol, then training will stop
(unless learning_rate is set to ‘adaptive’). used in conjunction with
n_iter_no_change
10. n_iter_no_change – maximum number of epochs to not meet tol
improvement (when solver is ‘sgd’ or ‘adam’) used in conjunction
with tol
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11. Early_stopping refers to a boolean parameter which terminates
model training when the validation score isn’t improving by the
value defined in tol, for thee number of iterations defined in
n_iter_no_change. If set to true, 10% if data will be set aside for
validation, when that score does not improve, training will be
stopped. used in conjunction with tol & n_iter_no_change. If this
value is set to false, training will stop when training loss does not
improve by more than tol for n_iter_no_change passes. (For use
when solver is ‘sgd’ or ‘adam’)
12. validation_fraction – by default 10% of the training data is set aside
for validation if early_stopping is set to true. You can alter that
here. used in conjunction with early_stopping.
Note: we use the validation set to validate that our back propagation is
effective for both seen & unseen data. Simply using the training set over
and over again may not work as effectively & data may not generalize
well.
The Code:
The implementation of a neural network in SKLearn is very similar to any
other algorithm – that’s the reason we’ve started with this library – it’ll help
us to understand the concept, before moving into more complex
implementations (e.g. Tensorflow).
In the below, we’re loading our data in from a credit card fraud dataset;
creating our MLP classifier; fitting data to it & making predictions from it.
Note that we have defined hidden_layer_sizes as (20,10). We have 31
features and a single output, so our model will have 31 input nodes, 20
nodes in the first hidden layer; 10 nodes in the second hidden layer and 1
output node.
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import pandas as pd
import matplotlib.pyplot as plt
from sklearn.model_selection import train_test_split
from sklearn.neural_network import MLPClassifier
from sklearn.metrics import accuracy_score
from sklearn.metrics import plot_confusion_matrix
from sklearn.metrics import classification_report
df = pd.read_csv('/home/Datasets/creditcard.csv')
output = df['Class']
features = df.drop('Class', 1)
train_features, test_features, train_labels,
test_labels = train_test_split(df, output, test_size
= 0.2, random_state = 42)
mlp_clf = MLPClassifier(hidden_layer_sizes=(20,10),
max_iter = 10, activation = 'logistic',
solver = 'sgd')
mlp_clf.fit(train_features, train_labels)
y_pred = mlp_clf.predict(test_features)
print(accuracy_score(test_labels, y_pred))

Similarly to other SkLearn models, we can check out the confusion matrix:

fig = plot_confusion_matrix(mlp_clf, test_features,
test_labels, display_labels=mlp_clf.classes_)``
fig.figure_.suptitle("Confusion Matrix")
plt.show()
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And we can print a classification report:

print(classification_report(test_labels, y_pred))
'''
precision

recall

f1-score

support

0

1.00

1.00

1.00

56864

1

0.00

0.00

0.00

98

1.00

56962

0.50

56962

accuracy
macro avg
weighted avg

0.50
1.00

0.50
1.00

1.00

56962'''
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We can also plot the loss curve. The below shows what the shape of your
loss curve might mean – the loss being the Y axis and the X axis either
being the epoch or the iteration (epoch being favorable).

Image source: https://cs231n.github.io/neural-networks-3/

Wikipedia states that “A too high learning rate will make the learning jump
over minima but a too low learning rate will either take too long to
converge or get stuck in an undesirable local minimum” – so, there is an
element of fiddling with the learning rate to achieve the optimum.

● An epoch is where we feed the entire dataset forward & backward
through the neural network once. We want to do this many times,
because each time we process the epoch we will adjust the
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weights in our neural network – potentially making it more accurate
with each pass. One epoch will likely lead to underfitting & too
many epochs will lead to overfitting – there is a happy medium
somewhere.
● This is about iteratively sending batches of data through the model
– plotting across iterations only gives you the loss for that subset
of your dataset.
So, when we pot our loss curve, we can see that it’s most like the ‘good
learning rate’ line from above.

plt.plot(mlp_clf.loss_curve_)
plt.title("Loss", fontsize=14)
plt.xlabel('Iters')
plt.ylabel('Cost')
plt.show()
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Some more deep learning terminology
What is a Tensor?
A tensor is a mutli dimensional array.
What is Tensorflow?
Tensorflow is a library used for deep learning, developed by Google
How does Tensorflow relate to Keras?
Keras is a high level interface that has Tensorflow at the backend.
Tensorflow 2 has been tightly coupled with Keras
What is a dense layer in Keras?
There are a number of different types of layers that we can use in our
Keras neural network. However, the one that is used most frequently is
the Dense layer. Dense layers are standard deeply connected neural
network layers. Each node connects to every node on the subsequent
layer.
What loss functions can we use?
1. Binary Cross Entropy (binary_crossentropy): requires (y_true and
y_test) – where y_true is the real value (1 or 0) and y_test is the
floating point predicted probability of belonging to the class. The
output of cross entropy is a calculation that summarizes the
average difference between our true values and our predicted
probability. A cross entropy of zero indicates no error.
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2. Categorical Cross Entropy (categorical_crossentropy): similar to
Binary Cross Entropy but for multi-class problems; where labels
are provided in one-hot encoded format (many columns with a
binary response).
3. Sparse Categorical Cross Entropy
(sparse_categorical_crossentropy): similar to the Categorical
Cross Entropy, but where we have not used one-hot encoding for
our output field. For this, we need to pass the probabilities of each
class, as below – we have three possible classes (0, 1, 2) so we
pass three probabilities for each prediction.
true = [0, 2]
probs = [[0.7, 0.1, 0.3], [0.1, 0.2, 0.9]]
4. Mean Absolute Error (MAE – mean_absolute_error): This simply
takes the difference between the predicted value and the actual
value for every prediction and takes an average of the result.
However, to avoid values canceling one another out (where one is
negative & one positive), it takes the absolute value.
5. Mean Absolute Percentage Error
(mean_absolute_percentage_error): With MAE and RMSE we
sometimes run into issues around interpreting the results. If you
have a RMSE of 54, is that bad? Well, if you are trying to predict
something where the value was 60, then yes, being wrong by 54
points, is quite bad; but if you were predicting something where the
actual value was 500,000,000; then being wrong by 54 on average
is excellent. For this reason we can use the percentage error;
which gives us an output relative to the prediction, rather than an
unscaled number.
What optimisers can we use?
Optimization is about minimizing loss as much as possible. The most
common approach we have is Gradient Descent. Effectively, this randomly
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initializes values (weights/ bias) in the model. It then updates these values
iteratively to achieve the minimum loss possible – optimizing the
algorithm.
When the model updates the values, it does so using the learning rate.
The learning rate determines how much the model will update by & hence
controls the step size towards the minimum loss. If your learning rate is
too high; you might miss the lowest possible value. If it’s too low, it might
take a very long time to optimise – so it’s a trade-off.
Stochastic Gradient Descent (SGD) randomly selects datapoints from the
dataset rather than optimizing error for the whole dataset which reduces
computational overheads significantly. Stochastic Gradient Descent
maintains a constant learning rate throughout the entire optimization
process.
Adagrad is an enhanced stochastic gradient descent without the need to
manually tune the learning rate. It provides a per-parameter / dimension /
feature learning rate, rather than a single rate for the whole model.
Adam is another enhancement on Stochastic Gradient Descent.
What are epochs and batches?
The number of epochs is the number of times the entire training dataset
will pass through the model & back (forward & back propagation). Within
each epoch we have a number of batches – the model weights etc.. are
updated each time a batch is processed.
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13:
Roundup
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Through this book, we’ve talked about a number of topics in varying
degrees of detail.
We have delved into the basics of data & data projects, looking at the
roles and responsibilities and project lifecycle.
Next, we looked into data structures at a high level, understanding what
arrays, vectors, matrices etc.. are and the types of data we deal with
(structured/unstructured), so that you can have better conversations with
your data scientists and engineers.
We then had a quick look into the process of data modeling to understand
how we describe relationships between entities.
We then looked at the components of Hadoop in quite a lot of detail to
understand what the elements of our big data cluster do & how they
benefit us.
Next, we got into some of the statistical topics that you’ll need to know and
understand when you’re having conversations with your team. This will not
only help you to follow the conversation better but it will also help you to
guide them in their analysis.
We looked at machine learning in a lot of detail - looking at how we prep
data; the models we could use; how we assess model accuracy; how we
tune the model and how a machine learning project tends to run.
Timeseries forecasting makes an appearance next; we looked at the type
of approaches we could take for time series forecasting & covered off
much of the key terminology.
Finally, we spoke about deep learning which is one of the latest buzz
words & concepts in data science.
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Hopefully this book has helped to give you a grounding in many of these
topics - for more guidance, please visit www.kodey.co.uk.
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